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1. Overview
This work package includes COSMOS components dealing with the network of things
management in the Internet of Things (IoT) domain. The Internet of Things domain is very
challenging, since existing management approaches are proven inefficient given the big
number of things and the different administrative domains on which they operate. To this
direction, in order to overcome these inefficiencies, WP5 will provide a framework for the
decentralized and autonomous management of things based on service-, interaction-, locationand reputation-oriented principles, inspired by social media technologies.
In particular, this WP will focus on three different and complementary tasks: Network of things
management and coordination framework (Task 5.1), Autonomous and predictive reasoning of
things (Task 5.2) and Network of things run-time adaptability (Task 5.3). Using these tasks as a
first analysis step, we can identify the main objectives of COSMOS from the WP5 point of view.
First of all, COSMOS has to develop a coordination framework for managing the network of
things considering different administrative rules, locations, reputation and trust patterns, as
well as IoT application requirements and interactions between the things. Moreover, it has to
provide mechanisms that allow things to react in an autonomous and predictive way based on
the information retrieved from other things regarding their experiences under the same
conditions. Finally, COSMOS has to take steps towards approaches for runtime adaptability of
the network and of things operation based on their state and their behavior as identified from
the analysis of raw data regarding evolving interactions, events and IoT application
requirements.
Consequently, the main goals of WP5 are:
1. Providing tools and mechanisms that allow for decentralized management of
networks of things.
2. Extending current management mechanisms by exploiting new semantic structures
that capture information regarding objects relationships and communication with
other objects, importance within the network of objects and events that may affect
the network.
3. Developing techniques to provide coordination decisions based on the relationship of
objects.
4. Building on the top of the outcomes of Task 6.3 (Experience sharing), providing
techniques allowing for (that allow things) things to act in an autonomous way
following the experiences of other things with the same object-related attributes and
the same situation-dependent attributes.
5. Providing mechanisms for analyzing the impact of events on the operation and
behavior objects.
In the next section, using as guideline these goals, comments regarding the categories of the
requirements and the most crucial requirements are presented. Section 3 elaborates on the
main ideas which serve as a basis for our initiative and presents the general architecture of
WP5. Finally, section 4 presents all the design and technical decisions that have been made till
now, as well as all the details regarding each and every component of WP5.
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2. Requirements
For convenience, we list the requirements relevant to this work package at the Annex (section
7). Many requirements have been identified by studying the results of the IoT-A project
and, as a result, the UNI ID of these requirements has the form “UNI.#”, whereas the UNI ID of
the novel requirements of COSMOS has the form “5.#”.
In the following sections it becomes evident that most of the identified requirements have
been addressed by the various components of the WP5. More specifically:




Section 4.1 & 4.2: UNI. 253, 5.7, 5.8, 5.9, UNI. 251, 5.17, UNI. 701, 5.22, 5.23, 5.24,
UNI. 714, 5.26, UNI. 027, 5.27, UNI. 031, 5.28, UNI. 015, UNI. 100, UNI. 508, 5.29, UNI.
010, UNI. 704, 706, 708, 715, 719
Section 4.3 & 4.4: 5.11, 5.12, 5.13, 5.19, 5.25, 5.14, 5.15, UNI. 418-421, UNI. 214, 5.16
Section 4.5 & 4.6: 5.0, UNI. 414, 5.1, UNI. 509, UNI. 425, UNI. 415, UNI. 401, UNI. 416,
5.2, 5.3, UNI. 409, 5.6, UNI. 426, UNI. 422, UNI. 406, UNI. 237, UNI. 408

During the following years, many new requirements might be identified, depending on the
progress of the project and the design and technical decisions that will be made. However, we
believe that even these requirements are going to belong to the several categories that have
been identified and are described in the Annex.
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3. High-level
interaction

architecture

and

component

One of the main requirements of WP5 is achieving a satisfactory level of autonomicity of the
system and its components. Autonomicity is the art of self-managing given a set of high-level
objectives from administrators. These objectives define for the system its goals that it
attempts to accomplish in the best manner. In this deliverable, we follow a top-to-bottom
analysis, describing the steps through which the high-level architecture was derived.

3.1. Autonomic Computing Framework
Autonomic computing was first coined by IBM in 2001
. The term refers to the selfmanaging characteristics of distributed computing resources, adapting to unpredictable
changes while hiding intrinsic complexity to operators and users. Self-management is central
to automatic computing encompassing various self-* aspects, including self-configuring, selfhealing, self-optimizing and self-protecting. Autonomic Computing is a comprehensive
approach to build more automated IT infrastructures that require minimal intervention.
In 2002, IBM announced a new autonomic deployment model that outlines a staged approach
for helping customers chart a course toward establishing an autonomic IT environment. This
model can be used as a guide to developing an autonomic infrastructure, in other words, it can
be used as a staged approach to plan and measure the progress towards the autonomy of the
systems developed. This high-level framing is essential to mapping the progression of true
autonomic functionality and to help information systems work together in a way to better
manage themselves.
This autonomic deployment model defines five levels of increasingly sophisticated selfgovernance of systems. These levels are:
i. Basic: It represents the starting point where a significant number of IT systems are today.
Each element of the system is managed independently by systems administrators who set it
up, monitor it and enhance it as needed.
ii. Managed: Systems management technologies are used to collect information from
disparate systems into one, consolidated view, reducing the time it takes for the administrator
to collect and synthesize information.
iii. Predictive: New technologies are introduced that provide correlation among several
elements of the system. The system itself can begin to recognize patterns, predict the optimal
configuration and provide advice on what course of action the administrator should take.
iv. Adaptive: It is reached when systems can not only provide advice on actions, but can
automatically take the right actions based on the information that is available to them on what
is happening in the system.
v. Full Autonomic: It is attained when the system operation is governed by business policies
and objectives. Users interact with the system to monitor the business processes and/or alter
the objectives.
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From WP5 point of view, the lower level that has to be reached by COSMOS is the
Predictive level. When this level will be covered, steps will be taken towards the
Adaptive level. However, the development of a Full Autonomic system may be
out of the scope of COSMOS, considering that this level is extremely demanding
and other first-class goals of COSMOS, such as the adaptation of social
technologies, have priority.

3.2. Self-management attributes of system components
In a self-managing autonomic environment, system components can include embedded
control loop functionality , , [5], , , , . Although these control loops consist of the
same fundamental parts, their functions can be divided into four broad embedded control
loop categories. These categories are considered to be attributes of the system components
and are defined as:
i. Self-configuring: Self-configuring components adapt dynamically to changes in the
environment, using policies provided by the IT professional. Such changes could include the
deployment of new components or the removal of existing ones or dramatic changes in the
system characteristics. Dynamic adaptation helps ensure continuous strength and productivity
of the IT infrastructure, resulting in business growth and flexibility. Indicatively, the system
must adjust the logical topology of the network to improve its reliability and scalability.
ii. Self-optimizing: Self-optimizing components can monitor and tune themselves
automatically to meet end-user or business needs. The tuning actions could mean reallocating
resources—such as in response to dynamically changing workloads—to improve overall
utilization, or ensuring that particular business transactions can be completed in a timely
fashion. Without self-optimizing functions, there is no easy way to divert excess server
capacity to lower priority work when an application does not fully use its assigned computing
resources. The system can measure its current performance and is able to compare it with the
known optimum level of performance.
iii. Self-healing: Self-healing components can detect system malfunctions and initiate policybased corrective actions without disrupting the IT environment. A corrective action could
involve an entity altering its own state or effecting changes in other components in the
environment. Self-healing can be implemented in two different styles (reactive and proactive).
In reactive the system detects and recovers from faults as they occur and tries to repair the
faulted functions if possible. In proactive the system monitors its state to detect and adjust its
behaviour before reaching an undesired state.
iv. Self-protecting: Self-protecting components can detect hostile behaviors as they occur and
take corrective actions to make themselves less vulnerable. The system defends itself against
internal and external threats, which can be accidental, such as cascading failures, or malicious
attacks against the system.
When system components have these attributes, it is possible to automate the tasks that IT
professionals must perform today to configure, heal, optimize and protect the IT
infrastructure. Systems management software then can orchestrate the systemwide actions
performed by these embedded control loops.

Date: 02/05/2014

Grant Agreement number: 609043

Page 10 of 65

D5.1.1 Decentralized and Autonomous Things Management

It is evident that COSMOS has to provide the infrastructure so that the developers
and users can maintain such self-* aspects. Later we will see that this requirement
can be covered at a satisfactory level through the use of Case-Based Reasoning
Planner.

3.3. The MAPE-K approach
3.3.1. Introduction
For a system component to be self-managing, it must have an automated method to collect
the data it needs, to analyze those data to determine if something needs to be changed, to
create a plan or a sequence of actions that specifies the necessary changes and finally to
perform those actions. When these functions can be automated, an intelligent control loop is
formed. This definition describes the Monitor-Analyze-Plan-Execute functional composition of
an autonomic manager. These key functions are well known and sometimes referred to as a
MAPE loop
.
In addition to the MAPE functions, an autonomic manager also contains a Knowledge block
that is connected to all four of the MAPE functional blocks, producing a MAPE-K control loop.
We can have autonomic managers for multiple resources arranged in a hierarchical fashion. In
this case, lower level managers deal with resources at smaller granularity and/or smaller
locality, while a Top-level autonomic manager deals with decision making and policies.

Fig. 1: A typical MAPE-K loop

The components a MAPE-K loop and their functionality are further analyzed in the following
paragraphs:
i. Monitor: A monitor component is in charge of capturing necessary measurements of the
environment that are of significance to the self-properties of the underlying network. The
monitor component collects the details from the managed resources via touchpoints and
correlates them into symptoms that can be analyzed. The details can include topology
Date: 02/05/2014
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information, metrics, configuration property settings, information about the managed
resource configuration, status, offered capacity and throughput. The monitor component
aggregates, correlates and filters these details until it determines a symptom that needs to be
analyzed. Logically, this symptom is passed to the analyze component.
ii. Analyze: The analyze component provides the mechanisms to observe and analyze
situations to determine if some change needs to be made. For example, the requirement to
enact a change may occur when the analyze function determines that some policy is not being
met. Autonomic managers must be able to perform complex data analysis and reasoning on
the symptoms provided by the monitor function. If changes are required, the analyze
component generates a change request and logically passes that change request to the plan
function. The change request describes the modifications that the analyze component deems
necessary or desirable.
iii. Plan: The plan component structures the actions needed to achieve goals and objectives.
The plan component creates or selects a procedure to enact a desired alteration in the
managed resource. The plan component can take on many forms, ranging from a single
command to a complex workflow. A plan component constructs adaptation plans based on the
result of the analysis process. The plan component generates the appropriate change plan,
which represents a desired set of changes for the managed resource and logically passes that
change plan to the execute function.
iv. Execute: The executor component provides the mechanism to schedule and perform the
necessary changes to the system. Once an autonomic manager has generated a change plan
that corresponds to a change request, some actions may need to be taken to modify the state
of one or more managed resources. The executor component of an autonomic manager is
responsible for carrying out the procedure that was generated by the plan function of the
autonomic manager through a series of actions. These actions are performed using the
touchpoint effector interface of a managed resource. Part of the execution of the change plan
could involve updating the knowledge that is used by the autonomic manager.
v. Knowledge: A knowledge base is the place where aggregated collected data are stored. The
aggregated data (Knowledge) are shared among the monitor, analyze, plan and execute
functions. The shared knowledge includes data such as topology information, historical logs,
metrics, symptoms and policies. This repository serves for initial configuration of the network
and guides the operation of other MAPE components.

3.3.2. The COSMOS MAPE-K model
We are going to follow the MAPE-K analysis, identifying the five main components that have
already been analyzed in the previous section: Monitoring (M), Analyzing (A), Planning (P),
Executing (E), Knowledge (K). However, in COSMOS we need to make a new approach dictated
by the social view that is adopted. The new model that is introduced is as follows:
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Fig. 2: COSMOS MAPE-K loop

i. Knowledge (K): The knowledge base (not presented in the diagram) will contain all the data
and objectives of the VEs provided by both the users and COSMOS. This component is further
described in sections 4.5 and 4.6.
ii. Monitoring (M): This functionality is strongly use-case dependent and it will be
implemented indirectly through the applications and the IoT-services created by the
developers.
iii. Analysis (A): This component contains many functionalities further explained in WP4 and
WP6. Such functionalities are events identification, context awareness, pre-processing
mechanisms, models extraction, implemented through COSMOS CEP engine and Machine
Learning techniques. This component is not going to be analyzed in this deliverable.
iv. Social Monitoring (SM): This component contains all the main tools and techniques that
will be used for the monitoring of the social properties of the VEs that COSMOS is going to add
to their description. Social Monitoring forwards its data to the Social Analysis component.
Social Monitoring is further discussed in section 4.3.
v. Social Analysis (SA): This component will be used for the extraction of complex social
characteristics of the VEs, as well as, models and patterns regarding the behavior of the VEs
and the relations between them. It is further presented in section 4.4.
vi. Planning (P): At a first level, the main functionality of the planning component (from now
on “Planner”) is to match topics of the analysis component to certain actions of the VEs,
implemented through IoT-services. Depending on how “smart” we decide that the VEs have to
be during the progress of the project, the Planner will evolve accordingly. For example, a next
level would be for the Planner to provide recommendation services. To implement such
functionalities, the Planner has to take under consideration the input provided by the Social
Analysis component. The Planner is further analyzed in section 4.1.
vii. Executor (E): This component, based on the output of the planning process, executes
certain actions such as IoT-services calls, M2M communication, XP-sharing etc and sends
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feedback to the Social Monitoring component (and to the Monitoring component if the
developers have create through their applications such a loop). It is further analyzed in section
4.2.
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4. Description of Components
In this section we are going to present all the design decisions that have been made till now, as
well as all the details regarding each and every component of WP5. As it is evident from the
previous diagram, the Planning component plays a central role in the architecture that we
have adopted, so we are going to start with its description.

4.1. Planner
The main functionality of a planner is “solving” problems. As such, its nature is depended on
the reasoning approach that we are going to follow. The various reasoning approaches are
described in the next section.

4.1.1. Selecting a Reasoning Approach
The main reasoning approaches in our domain are model-based reasoning (MBR), rule-based
reasoning (RBR) and case-based reasoning (CBR)
,
,
,
,
,
,
,
. Many
hybrid models can be developed by combining these approaches. Each approach has
advantages and disadvantages, which are proved to be complementary in a large degree .

4.1.1.1 Model-based reasoning:
Model-based reasoning
is an approach in which general knowledge is represented by
formalizing the mathematical or physical relationships present in a problem domain. With this
approach, the main focus of application development is developing the model. The creation of
the model is the time consuming aspect of this approach, as it is necessary to make the model
as deep, complex and detailed as possible to achieve the best results. Once a working model
has been established, it may also require periodic updates. Then at run time, an "engine"
combines this model knowledge with observed data to derive conclusions such as a diagnosis
or a prediction. In other words, model-based reasoning is the use of a working model and
accompanying real-world observations to draw conclusions.
In an example of model-based reasoning derived from our use-cases, a bus company could
develop a working mechanical and electrical model of the buses. The model would normally
include information about the mechanical structure and the electrical networks found in the
system of a bus. Data about “symptoms” of malfunctions could be built into the system, using
observations to create a matrix of known information. A user could potentially interact with
the model by inputting symptoms (e.g. excessively high temperature of the engine) and the
model would return a potential diagnosis (e.g. broken fan clutch).
The advantages of model-based reasoning include:
1. The ability to use functional/structural knowledge of the domain in problem solving.
This increases the reasoner’s ability to handle a variety of problems, including those
that may not have been anticipated by the system’s designers.
2. Model-based reasoners are often built using scientific, theoretical knowledge. Because
science strives for generally applicable theories, this generality often extends to
model-based reasoners. As such, some knowledge is transferable between tasks. In
our case, great parts of the models developed for the buses could be reused in the
case of other vehicles such as cars.
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3. Often, model-based reasoners can provide causal explanations. These can convey a
deeper understanding of the fault to human users and can also play an important
tutorial role.
4. The system can generate state predictions, compare these predictions to real-time
measurements and then exercise policy driven procedures and processes that are
designed to respond to sub-optimal system states according to expert knowledge.
The disadvantages of model-based reasoning include:
1. A lack of experiential (descriptive) knowledge of the domain. The heuristic methods
used by model-based approaches reflect a valuable class of expertise.
2. It requires an explicit domain model. Many domains, such as the diagnosis of failures
in electronic systems, have a strong scientific basis that supports model based
approaches. However, many domains, such as some medical specialties, most design
problems or many financial applications, lack a well-defined scientific theory. Modelbased approaches cannot be used in such cases.
3. High complexity. Model-based reasoning generally operates at a level of detail that
leads to significant complexity; this is, after all, one of the main reasons human experts
have developed heuristics in the first place.
4. Exceptional situations. Unusual circumstances, for example, bridging faults or the
interaction of multiple failures in electronic components, can alter the functionality of
a system in ways difficult to predict using an a priori model.

4.1.1.2 Rule-based reasoning:
A rule-based system
,
,
may be viewed as consisting of three basic components: a
set of rules (rule base), a data base (fact base) and an interpreter for the rules. In the simplest
design, a rule is an ordered pair of symbol strings with a left-hand side and a right-hand side
(LHS and RHS). The rule set has a predetermined, total ordering and the data base is simply a
collection of symbols. The interpreter in this simple design operates by scanning the LHS of
each rule until one is found that can be successfully matched against the data base. At that
point, the symbols matched in the data base are replaced with those found in the RHS of the
rule and scanning either continues with the next rule or begins again with the first. A rule can
also be viewed as a simple conditional statement and the invocation of rules as a sequence of
actions chained by modus ponens. In that sense, we can understand that rules usually
represent general knowledge.
The advantages of a rule-based approach include:
1. The ability to use, in a very direct fashion, experiential knowledge acquired from
human experts. This is particularly important in domains that rely heavily on heuristics
to manage complexity and/or missing information.
2. The separation of knowledge from control simplifies development of expert systems
by enabling an iterative development process where the knowledge engineer acquires,
implements and tests individual rules.
3. Good performance is possible in limited domains. Because of the large amounts of
knowledge required for intelligent problem solving, expert systems are limited to
narrow domains. However, there are many domains where design of an appropriate
system has proven extremely useful.
4. Good explanation facilities. Although the basic rule-based framework supports flexible,
problem-specific explanations, it must be mentioned that the ultimate quality of these
explanations depends on the structure and content of the rules. Explanation facilities
differ widely between data- and goal-driven systems.
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Grant Agreement number: 609043

Page 16 of 65

D5.1.1 Decentralized and Autonomous Things Management

Disadvantages of rule-based reasoning include:
1. Often the rules obtained from human experts are highly heuristic in nature and do not
capture functional or model-based knowledge of the domain.
2. Heuristic rules tend to be “brittle” and can have difficulty handling missing information
or unexpected data values.
3. Another aspect of the brittleness of rules is a tendency to degrade rapidly near the
“edges” of the domain knowledge. Unlike humans, rule-based systems are usually
unable to fall back on first principles of reasoning when confronted with novel
problems.
4. Explanations function at the descriptive level only, omitting theoretical explanations.
This follows from the fact that heuristic rules gain much of their power by directly
associating problem symptoms with solutions, without requiring (or supporting)
deeper reasoning.
5. The knowledge tends to be very task dependent. Formalized domain knowledge tends
to be very specific in its applicability. Currently, knowledge representation languages
do not approach the flexibility of human reasoning.

4.1.1.3 Case-based reasoning:
Case-Based Reasoning is the process of solving problems based on past experience. In more
detail, it tries to solve a case (a formatted instance of a problem) by looking for similar cases
from the past and reusing the solutions of these cases to solve the current one
. Cases
encompass knowledge accumulated from specific (specialized) situations.
The advantages of case-based reasoning include:
1. The ability to encode historical knowledge directly. In many domains, cases can be
obtained from existing case histories, repair logs or other sources, eliminating the
need for intensive knowledge acquisition with a human expert.
2. Allowing shortcuts in reasoning. If an appropriate case can be found, new problems
can often be solved in much less time than it would take to generate a solution from
rules or models and search.
3. Helping the system to avoid past errors and exploit past successes.
4. Extensive analysis of domain knowledge is not required. Unlike a rule-based or a
model-based system where the knowledge engineer must anticipate rule interactions
and extract the full model detail, CBR allows a simple additive model for knowledge
acquisition. As such, it can be used in domains that have not been fully understood,
defined or modelled.
5. Appropriate indexing strategies add insight and problem-solving power. The ability to
distinguish differences in target problems and select an appropriate case is an
important source of a case-based reasoner’s power; often, indexing algorithms can
provide this functionality automatically.
6. Making predictions about how much the suggested solution may help. When there is
stored information regarding the level of success of past solutions, the case-based
reasoner may be able to predict the success of the solution suggested for a current
problem. This is done by referring to the stored solutions, the level of success of these
solutions and the differences between the previous and current contexts of applying
these solutions. Prediction could be better if the criteria for measuring success are
defined especially quantitatively so the comparison could be better.
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7. Learning over time. As CBR systems are used, the system encounters more problem
situations and then, after creating more solutions and retaining those into the case
base, the experience increases and the chance for better future solutions increases as
well. It can be said that the more cases we have in the case base the wider the future
problems the system can try to solve and the better result the system can achieve.
8. Providing a means of explanation. Case-based reasoning systems can supply a previous
case and its successful solution to help convince a user of how this approach could
help. In many cases there will be occasions when a user of the system wishes to be
reassured about the quality of the solution provided by the system. By explaining how
a previous case was successful in a situation, using the similarities between the cases
conditions and the reasoning involved in adaptation, a CBR system can explain its
solution to a user.
9. It clearly reflects human reasoning. As there are many situations where humans use a
form of case-based reasoning, it is not difficult to convince implementers, users and
managers of the validity of the paradigm. It can be seen that humans can understand
CBR and if human users are wary of the validity of an earlier solution, they are less
likely to use this solution. But we have to know that the more critical the domain, the
lower the chance that a past solution will be used and the greater the required level of
a user’s understanding and credulity.
The disadvantages of case-based reasoning include:
1. Cases do not often include deeper knowledge of the domain. This handicaps
explanation facilities and, in many situations, it allows the possibility that cases may be
misapplied, leading to poor quality or wrong advice.
2. A large case base can suffer problems from store/compute trade-offs.
3. It is difficult to determine good criteria for indexing and matching cases. Currently,
retrieval vocabularies and similarity matching algorithms must be carefully hand
crafted; this can offset many of the advantages CBR offers for knowledge acquisition.
Although CBR is a useful technique for solving a wide range of problems, there are occasions
that it is not the most appropriate methodology to employ. The following questions can be
used to determine whether case-based reasoning is an applicable technique to solve a
problem or not:
1. Are there exceptions and novel cases? Domains without novel or exceptional cases
may be modelled better with RBR where rules could be determined inductively from
past data. However, in a situation where new experiences and exceptions are
encountered frequently, it would be difficult to maintain consistency among the rules
in the system. Therefore, the incremental case learning characteristics of CBR systems
makes it a possible alternative to rule-based systems.
2. Do Cases recur? If the similarities between cases are very low, then the experience
gained may not help to solve a new problem.
3. Is there significant benefit in adapting past solutions? We have to consider the
significance of our benefit (in terms of system development time, processing effort)
from making adaptation to old solutions compared to the benefit from creating a new
solution from scratch.
4. Can we record data that have the necessary and relevant characteristics of past cases?
Is the solution recorded in sufficient structure with ample detail so it can guide to clear
suggestions and be adapted in the future to provide better results?
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By studying carefully the previous analysis, it becomes quite evident that the most
appropriate reasoning approach for the case of COSMOS is the Case-Based
Reasoning. Indicatively, the CBR reflects human reasoning and is the easiest
approach for the developers and the one that can be used in a huge variety of
domains. Moreover, the concept of adapting past solutions is one of the main
requirements of COSMOS. In that sense, the cases produced via CBR become the
Experience of the VEs, which can not only aid to the planning of future solutions,
but can also be shared between different VEs. One the main disadvantages of CBR
(store/compute trade-offs because of large case bases) is tackled, as most of the
VEs are going to have their own light-weight case base, as it is going to be
described later.
The case of using a different reasoning approach at a higher level (forming a
hybrid reasoning approach) will also be studied later in the project.

4.1.2. CBR principles
Case-based reasoning, broadly construed, is the process of solving new problems based on the
solutions of similar past problems. An auto mechanic who fixes an engine by recalling another
car that exhibited similar symptoms is using case-based reasoning. A lawyer who advocates a
particular outcome in a trial based on legal precedents or a judge who creates a case law is
using case-based reasoning.

Fig. 3: An example of a case

What is a case?
A case is the description of a solving problem episode. Its structure fits the situation of the
task: diagnostic, planning, decision helping, design etc. We can consider a case as a list of
descriptors (descriptors can be structured).
A case is composed of a problem part and a solution part; Case = (pb,Sol(pb)). A source case
source_case = (source,Sol(source)) is a case from which the solution Sol(source) will be reused
in order to solve a new problem. We call this new problem a target case; target_case =
(target,Sol(source)). A case is described by descriptors:
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• source={ds1..dsn} where dsi is a source problem descriptor.
• Sol(source)={Ds..Dsm} where Dsi is a source solution descriptor
• target={dt1..dtn} where dti is a target problem descriptor.
• Sol(target)={Dt1..Dtn} where Dti is a target solution descriptor.
For example, consider a task of bus diagnosis:
Problem part ds1 = Noises (list of symbolic descriptors)
ds2 = External symptoms (list of symbolic descriptors)
ds3 = Car model (symbolic descriptor)
ds4 = First circulation date (date descriptor)
Solution part
Dt1 = Mechanical pieces to troubleshoot (list of symbolic descriptors)
Dt2 = Diagnosed faults on the mechanical pieces
Consequently, giving a definition of Case Structures we can consider that a case is composed
by the following components:



problem: describes a problem or a situation
solution: represents a possible solution approach

What is a Case Base?
A Case Base is a collection of solved cases for a class of problems. For example, there are
separate and different case bases for the “Bus diagnosis problem”. For each case base, there is
an associated metric allowing to project cases on the “solution plan”. Similar cases are cases
that have similar solutions for similar problems.

4.1.3. Knowledge Representation in CBR
In order to use the previous experiences in the CBR cycle (section 4.1.5.), cases must be
represented in a structural manner. Several methods of representation can be used in casebased reasoning and the choice of a representation method depends on the domain that the
system is modeling and the types of similarity assessments and retrieval which are chosen
according to the requirements of the system.
The simplest format to represent the cases in the case base is to have simple feature-value
vectors which are good for cases with attributes of nominal or numeric values. In this kind of
representation, no relationships between the attributes in cases or between the cases are
shown and surface similarity-based retrievals can be used for retrieving from the case base.
However, in some domains this is not the case and the attributes are complex, so the cases are
represented in the form of objects, predicates, semantic networks, scripts, frames, rules and
concept maps. Case bases also can be represented in the form of XML documents. Below are
some other techniques of structural-based representation
:
1. Object-oriented based: One way to represent cases is in the form of objects where
each of the attributes can be of simple type (e.g. “integer” or “string”) or of type
“object”. This forms a hierarchy of the object structure within which cases in the same
classes of the hierarchy can be compared.
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2. Spreading activation method: In this method, the case base is organized as an
interconnected network of nodes which makes the case attribute value combinations.
The network representing the case base consists of i. feature-value nodes and case
nodes which are interconnected and ii. edges with weights that show the relevance of
two different nodes.
3. Generalized cases: Generalized cases can be viewed as the implicit representation of a
set of closely related point cases.
4. Graph-oriented: Graphs are commonly used for representing complex domains like
planning and design. These graphs can be attribute graphs, semantic nets or
conceptual graphs.
5. Ontology-based: Ontologies can be used to make the case base where the cases are
the instances of the ontology
.

In COSMOS we are going to use ontologies for the description of the VEs, as it will
be analyzed later. Consequently, using the same type of representation of the
cases of the VEs (which are going to be part of their Experience) is the best
approach and that is why we choose the ontology-based representation of the
CBR.

4.1.4. Case Memory Models
The case base should be organized in a manageable structure that can support efficient search
and retrieval methods. Several groups of case memory models have been proposed:
1. Flat Memory model: In a flat memory model, all the cases are organized at the same
level. Retrieval time in this memory organization is very high since for each and every
retrieval all the cases in the case base must be compared to the target case. Thus, this
method is unacceptable for large case bases. However, advantages of this approach
which include maximum accuracy and easy retention have lead to its use in many
applications.
2. Hierarchy or Shared-Feature Network Memory model: Cases in this model are
structured in the format of a three layer network. The first layer nodes are the featurevalues, the second layer contains the problems and the third layer is the solution layer.
Separating problems from solutions makes it possible for different problems to share a
solution and for a problem to have alternative solutions. The connections between the
first layer and the second one show the feature-values for each problem. The weights
of the second set of connections represent how important a solution is for a problem
case, if it is a potential candidate solution. The restriction for this kind of memory
model is that it assumes simple nominal and discrete numeric attributes and it cannot
cover complex and continuous attributes.
3. Network Based Memory Models:
 Category exemplar model: The case memory in this model is a network structure of
categories, semantic relations, cases and index pointers. This organization has three
types of indices: feature links which point from problem features to a case or a
category, case links that point from a category to its cases and difference links
which point from categories to the neighbor cases where the differences to the
current category are small. In this organization, the categories are interlinked within
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a semantic network that represents a background of general domain knowledge
which supports having explanation for some CBR tasks.
 Case retrieval nets: The fundamental item in case retrieval nets is the information
entity (IE). IEs represent any basic knowledge item, such as attribute-value pairs. A
case consists of these IEs and the case base is a net with nodes for the IEs in the
domain and additional nodes which are for cases. IE nodes may be connected by
similarity arcs and relevant arcs connect the case nodes to the IE nodes which make
the case. Construction of this organization is expensive, but these nets can handle
partially specified queries.

As a first approach (during year 1), we are going to adopt the Flat Memory model.
However, the organization of the Case Base will evolve later. A very good
candidate for later use is the Category Exemplar model.

4.1.5. CBR Cycle
In 1994, Aamodt and Plaza
,
proposed a life cycle for CBR systems to make evident the
knowledge engineering effort in CBR which is used by other CBR researchers as a framework.
This cycle consists of four main parts; retrieve, reuse, revise and retain. Each of these parts
includes a set of tasks and different methods have been proposed for each of them. In this
section we provide an overview of these tasks and methods.
A brief presentation of the four phases of the CBR cycle follows:
1. Retrieve: Retrieve the most similar case or cases to the new one, in other words, given
a target problem, retrieve from the memory cases relevant to solving it. The procedure
we follow for solving a problem, together with justifications for decisions made along
the way, constitutes the retrieved case.
2. Reuse: Reuse the retrieved cases by copying them completely or by integrating the
solutions of the cases retrieved.
3. Revise: Revise or adapt the solution(s) of the cases retrieved trying to solve the new
problem. Having mapped the previous solution to the target situation, test the new
solution in the real world (or a simulation) and, if necessary, revise.
4. Retain: Retain the new solution once it has been proven that it is correct and brings
successful results. Retain the parts of this experience likely to be useful for future
problem solving. Store new case and found solution into Knowledge Base.
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Fig. 4: The CBR cycle.

4.1.5.1 Retrieve
The retrieve step
,
,
is the key step in CBR because the quality of the adaptation
depends on the quality of the retrieval. We are looking for similar solutions by matching source
and target problems. The input to the retrieval task is the problem description and the output
is the cases that most closely match the new problem.
It is necessary to define a similarity measure which will take into account dependencies
between problem and solution descriptors and adaptation operators availability for observed
discrepancies. There are numerous similarity measures taking into account specificities of
descriptors (time, space, complex structures, plans, sequences etc.). It is often possible to
translate these specific similarity measures in simpler ones by transforming complex
descriptors in a set of simpler ones.
Intuitively, we understand that we have to give a high weight to problem descriptors exhibiting
a high dependency with solution descriptors and lacking simple adaptation operators.
Conversely, we can put low weights to problem descriptors exhibiting little dependency and
for which it is easy to adapt corresponding dependent solution descriptors.
Among problem descriptors, more valuable features for retrieval have to be filtered. This
filtering is done in a feature selection step. The cases in the case base are stored using these
features and at the time of retrieval, these features are considered to be compared. Given a
description of a problem, a retrieval algorithm, using the indices in the case-memory, should
retrieve the cases most similar to the current problem or situation. Every retrieval method is a
combination of:
1. a similarity assessment procedure, which determines the similarity between a target
case and a case in the case base and
2. a procedure for searching the case memory to find the most similar cases.
For retrieval of cases from the case base, different retrieval techniques have been proposed.
Some of the COSMOS-candidate retrieval techniques are:

Date: 02/05/2014

Grant Agreement number: 609043

Page 23 of 65

D5.1.1 Decentralized and Autonomous Things Management

a. Similarity based retrieval: In this group of retrieval methods, the target is compared to the
cases in the case base and relevant cases are found according to the similarity in the features
or the structure of the cases. The features that are compared could be the surface features
that are provided as a part of description of the cases or derived features that can be obtained
from the surface features and some inference from the domain knowledge. The main similarity
based retrieval techniques we have identified are:
i. Simple flat memory k-Nearest Neighbor retrieval (K-NN): In this approach, the
assessment of similarity is based on a weighted sum of features. The problem with this
method is the retrieval time, so this method is not suitable for large case bases.
However, this may not be a problem for COSMOS, since the cases are going to be
distributed (each VE may have its own case base) and, as a result, the case bases will
not be large.
ii. Induction methods: Induction methods are based on decision trees in machine
learning (e.g. ID3 and C4.5). Their algorithms determine the features that are best to
discriminate between cases. Based on these features, a tree structure is formed to
organize the cases in memory. This group of methods cannot handle missing attribute
values and is not suitable for case bases where the relevant importance of the
individual case features change. During retrieval, features of the target case are
compared with nodes in the tree, until we choose one of the leaves that contain
similar cases.
iii. Footprint retrieval (FPR): In this method, first a competence model of the case base
is created. A set of cases which cover all the cases in the case base is selected and
named as a reference set (footprint cases). During retrieval, the search for the best
case is done in two steps; first in the reference set and, after finding the best case in it,
in the subset of the case base which this reference case covers. For finding the best
match, this retrieval uses the nearest neighbor approach. In this method the number
of cases that must be compared is very low in comparison to K-NN in flat memory
while the quality of the FPR is almost equal to K-NN. This method can handle missing
attribute values.
iv. Fish & shrink retrieval: This method of retrieval is used when the similarity of cases
is dependent upon the aspect of interest. For instance, two cases could be considered
similar with respect to a certain aspect, yet be considered dissimilar in another query
based on a different aspect (Dynamic similarity). Also this method is useful when the
cases have complex attributes.
v. Validated retrieval: The validated retrieval acts as a combination of simple retrieval
with a domain validation of the retrieved cases. In this method, after a first stage of
retrieval using simple retrievals (based on surface similarity based retrieval), further
comparison is done between the target and the retrieved cases in order to reduce the
final set of retrieved cases. The problem with this retrieval method is the need for
domain knowledge to build the validation model for the case base. Although the
retrieved cases are the more accurate ones, the retrieval time for this method is
greater than in the case of just using surface similarity based retrieval methods. As a
result, this method is unacceptable for large scale case bases. Based on the retrieval
method used for step one, the Validated retrieval could be tolerant or not tolerant to
missing values. This method is a good choice when the number of retrieved cases is
more important than the retrieval time.

Date: 02/05/2014

Grant Agreement number: 609043

Page 24 of 65

D5.1.1 Decentralized and Autonomous Things Management

b. Adaptive guided retrieval (AGR): The effectiveness of a retrieval method is not just in
finding the similar cases, but in identifying the useful cases. In some applications, similar cases
are not the ones that can be used in the reuse stage of the system, often because they are not
adaptable for the target problem, while certain cases with less similarity can be adapted so
their solution can be used for the new problem. This issue in retrieval and its relation to reuse
leads to studies on how to include the knowledge of adaptation in retrieval. In AGR, at the
time of retrieval, matches between the specification features of the target case and a case in
the case base are constructed, if adaptation knowledge shows that the match can be
supported during the adaptation stage. Also, the similar cases are ranked according to the
overall adaptation cost they would have. Using this type of retrieval leads to less adaptation
failure and less adaptation effort in the reuse stage. However, the retrieval cost of this method
is greater than this of a simple K-NN. This method is tolerant to missing values.
c. Ontology based retrieval: Assali et.al.
propose a similarity computation that has two
components: a concept base similarity which is dependent upon the location of concepts in
the ontology and a slot based similarity which calculates the similarity of two objects based on
the common attributes between them. They define a notion of similarity regions, which is a
sub-branch of the ontology where concepts and instances can be compared. This eliminates
the need to compare the target case with all the cases in the case base, therefore, making the
method faster than K-NN retrieval.
Factors that play major roles in determining the performance of a CBR system are the
complexity and the accuracy of the case retrieval phase. Although for most of the retrieval
methods the type of application and needs of that application are the criteria to select a
retrieval method, when more than one option for retrieval is available, the following aspects
can help to decide:
1. Efficiency of the method in both the speed and the efforts for searching in the casebase.
2. Quality of the solution with measures like precision, overall length of dialog with user
and methods of dealing with problems like noise, missing values or cases with different
attributes.

The retrieval method we are going to use highly depends on the CBR knowledge
representation and Case Memory model we have chosen. As a first approach
(during year 1), since we are going to adopt the Flat Memory model, we choose
to use the Simple flat memory k-Nearest Neighbor retrieval (K-NN). However, as
the organization of the Case Base will evolve, another retrieval method may be
used, giving the Planner greater abilities.
This step represents the first form of the Planner. In other words, at the early
stages of the project, the Planner will act as a simple Retriever, matching the
various problems to their solutions and identifying similar problems to a problem
given, recommending in parallel the “best” solutions (in the sense of similarity
between the problems and the reputation, trust and other social characteristics of
the VEs sharing their Experience or offering their IoT-services).
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4.1.5.2 Reuse
The second step in the case base reasoning cycle is reuse. After finding similar cases to the
target problem, the system needs to reason on the retrieved cases to find a reasonable and
accurate solution for the problem. The reuse of the solution can be done in two ways. One is
just copying the solution of the retrieved case as the solution for the target case (null
adaptation). This is applicable to classification applications. However, in most applications, a
retrieved solution cannot be used directly as the solution of the target case and some
adaptation is necessary.
Adaptation is particularly useful in constructive problem-solving tasks like design, planning and
configuration. In these types of tasks, we do not have all the possible solutions in the case
base, so by retrieving similar cases we find similar solutions and use the difference between
the retrieved cases and the target case to modify the retrieved solution for the target problem.
Adaptation rules have to express how to manage discrepancies between source and target
problems to guide adaptation of the source solution.
Adaptation methods can be grouped as follows, according to how the changes on the retrieved
solution could be achieved:
i. Transformational / structural adaptation: In this type of adaptation, domain-dependent
knowledge exists in the form of a transformational operator {T} such that, applied to the old
solution, it transforms this solution into a solution for the new case. Besides this knowledge, a
control system is required to organize the operator. Examples of this type of adaptation are
parameter adjustment, abstraction and specialization, re-instantiation and model-based
adaptation.
ii. Substitution adaptation: In this type of adaptation, the values appropriate for the new
target problem are substituted from values in the old solutions. Re-instantiation is an example
of this kind of adaptation.
iii. Compositional adaptation: In this type of adaptation, the adaptation takes parts of the
solution from different cases that match corresponding parts of the user’s input problem
requirements. This adaptation can be guided by rules that consist of preconditions that check
for equivalent parts of the problem description before copying parts of the desired solution.
iv. Derivational adaptation: This type of adaptation, which is also called derivational replay or
generative adaptation, looks at how the problems in the retrieved cases were solved. The
cases hold the information about the method used for solving the retrieved problem including
a justification of the operators used, sub-goals considered, alternatives generated, failed
search path etc.
v. Special purpose adaptation and repair: This adaptation method is for domain-specific and
structure-modification that is not covered by transformational and substitution methods.
Extracting adaptation knowledge is a complex research issue. One method to learn adaptation
knowledge is to make a training set from the case base by leave-one-out testing. When one of
the cases is removed from the case base, the other cases in the case base can be used to find
the solution for the removed problem. The adaptation knowledge is saved as a case in the
adaptation case base. Inductive learning of the adaptation knowledge is another method
named as AKA. In this method, a similarity path between the target and the retrieved case is
calculated in the form of a similarity path and then for each step in the path, adaptation
knowledge is extracted from domain knowledge and is kept in the adaptation knowledge base.
Finding adaptation rules by comparing each pair of cases and the differences in their solution is
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another method. Case base mining is also used to extract adaptation knowledge from case
base.

4.1.5.3 Revise
After choosing to reuse a solution from the retrieved cases for a new problem, it may be
discovered that this solution is, in fact, incorrect. Thus, an opportunity to learn from failure has
to be provided. In this phase, the case solution is evaluated and if the solution is incorrect,
then domain specific knowledge is required to repair it. Causal knowledge may be used to
generate an explanation as to why the solution does not fit the goals of the system. These
explanations are used to modify the solution.
In order to revise, we can:
1. Try the adapted solution in the “real” world.
2. Introspect the case base with the complete case in order to verify how similar
complete cases worked when applied.
3. Use another problem solving process (simulation, expert system…).
In each case, we can observe discrepancies between what the system proposed and what
would have been a correct proposal. After the revising step, we could use these discrepancies
as starting points to revise the domain knowledge and to learn about the retrieval/adaptation
process.
In general, revision can be viewed as two tasks: diagnosis of failure and solution repair.
For diagnosis, one of the following ways can be used:
1. Execution of the solution and evaluation of the outcome.
2. Simulation -model of the real world and evaluation of the solution using the model.
This solution is safer and more cost effective.
3. Help from the experts in order to diagnose the failure in solutions. The expert
evaluates the solution using his/her experiences.
4. Use of the case base itself to identify the failure. In this case, to assist in problem
diagnosis, in addition to the specification of the problem and the solution for each
case, knowledge about the conditions under which the failure may occur must also be
stored in the case base.

4.1.5.4 Retain
Adding a new real solved case to the Case base is the basic “learning” mechanism of CBR.
Important things that can be included are:
1. as noticed for the “revise” step, retrieval and adaptation knowledge: similarity
measure, influence knowledge, new dependencies etc.
2. the “trace” of the “reasoning process” as it was done for the current new case. For
example, if we keep trace of the adaptation process, we can consider these adaptation
traces as “adaptation cases” usable in a CBR cycle for improving adaptation
knowledge.
In a case base reasoning system learning is done in the retention step. In this step, the new
case will be added to the case base according to some policies in the system. Retention
includes adding knowledge and new cases to the case base, all which needs to be indexed, as
well as deleting cases from the case base in order to restrict its growth. Having new
information about the cases in the case base and the knowledge system obtained in the
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previous steps in the cycle, indexing of the case base and other knowledge would be changed
in this step. Different retention (maintenance) strategies fall into one of two groups:
1. maintenance of the content of the case base and
2. maintenance of the organization of the case base.
Research on maintaining the content involves work on the reduction of the case base and the
deletion and addition policies. Maintenance of the organization is related to indexing the case
base in order to make the case retrieval faster and more efficient. Another type of
maintenance is the maintenance of feature weights.
Maintenance:
The maintenance of the case base content is important for two main reasons:
1. to control the size of the case base and reduce the retrieval time.
2. to eliminate useless cases and irrelevant and redundant instances that render the case
base inconsistent in order to increase the accuracy of the CBR system.
As knowledge based systems become more practical, it has become obvious that there is some
“harmful” knowledge that can degrade the performance of the system. In case based
reasoning, too many cases stored in the case base can lead to expensive searches. This is
termed the Swamping Problem. As the number of cases in the case base grows, the expense
for searching for similar cases increases. Harmful cases need to be eliminated from a case
base. One type of harmful case is noise cases (cases that contain errors in values used to
represent the case) which can decrease the efficiency of CBR system by returning incorrect
solutions for the target problem. Another type of harmful case is boundary cases (especially
for classification applications), that is, those located near the boundary of a class.
Inconsistency in the case base is another reason for the need for maintenance of the case
base. A rule based system can be used for finding inconsistencies in the case base. The main
problem with this method is the knowledge acquisition for the rule base system.
Indexing
A part of the retention step is indexing, and it constitutes one of the main issues for efficient
retrieval of cases. Indexing the cases in the case base was applied as a method for improving
such efficiency to combat the effects of the utility problem. It helps to reduce the search time
and increases the efficiency of identifying a possible solution by means of making only a
selective portion of the case-base available.
Indices should:
1.
2.
3.
4.

be predictive,
address the purpose for which the case are used,
be abstract enough to allow for widening the future use of the case base and
be concrete enough to be recognized in the future.

We can find different types of indexing in the literature which can be categorized into the
following groups:
1. Difference-based techniques: This type of indexing selects features that differentiate a
case from other cases as indices.
2. Inductive learning methods: These methods, which are based on inductive learning in
machine learning, identify predictive features and use them as indices. Different types
of tree-base inductive learning methods fall into this group. Genetic algorithm-based
methods and neural network based methods are also included in this group. These
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3.

4.

5.
6.

7.

8.

methods require a certain number of training examples and they perform poorly when
insufficient data is available. Another problem with this group of indexing techniques is
that the learning phase is complicated because of the complex architecture which is
used. Also maintenance in these techniques is difficult because after adding new cases
or deleting some cases from the case base, the indices need to be recalculated.
Explanation–based techniques: In this group of indexing methods, relevant features
for each case is determined and features that are predictive according to the relation
between features and the explanation on each case in the form of domain knowledge
will be selected as indices. Ontology-based techniques could also be classified in this
group. In these techniques, domain knowledge (the causal model) is required.
Similarity–based generalization: In these techniques, indices will be created in two
levels. One level is for the abstract cases, which are the cases that share some
common features, to differentiate between different abstract cases. Unshared
features are used as indices for original cases.
Discretised-based techniques: These methods discretise the feature space and the
indexing space will be the discretised feature space.
Dynamic indexing: In this method, indexes will be made online at the time of a new
input to the system. This dynamic indexing is based on the weighting of the features
which will be set by the domain expert. The level rank and the query for retrieval will
be made according to these indices. Disadvantages of dynamic indexing: 1) requires
specific domain knowledge from an expert. 2) this indexing method cannot cope with
the addition of new cases to the case library. This is due to the fact that the risk level
of the attribute –value has to be recalculated each time we want to add a new case.
Bitwise indexing: This method of indexing works on discrete features with finite
values. According to feature-value pairs for each case, a bit string shows the case and
the comparison is between these bit strings at the time of retrieval.
Introspective indexing: In this method, introspective learning is used to permit the
CBR system to detect the features that are implicit in the original problem and not
explicit in CBR system’s initial indexing schema and set them as indices in order to
direct retrieval towards cases that can easily be adapted.

In case we use a model more complex than the Flat memory model, in the future, choosing a
type of indexing is quite crucial.

4.1.6. COSMOS Planner & Case Base
As it has been mentioned in the previous analysis, we are going to develop an ontology-based
CBR planner and adopt, initially, the Flat Memory model. The case base will be part of the
social ontology of the VE provided by COSMOS. The first version of the planner will be a simple
Retriever.
We propose the use of ontologies because they are useful for the CBR regarding different
purposes. They provide a rich vocabulary for the general domain knowledge enabling the user
to better express his/her requirements and submit queries, which leads to greater precision
and recall rates. Moreover, formalization of ontologies improves retrieval and similarity
adaptation and learning.
Our planner acts as part of MAPE-K loop (hence in an autonomous way) as well as “manually”,
in other words, on demand of the developer. When the planner senses a situation or accepts a
query, it means that there is a new problem to solve. This problem is a case without solution
part. The planner creates a target case and compares it with the cases available in the case
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base. If the planner does not find a case similar enough to the target case, the VE can ask other
VEs (through experience sharing functionalities described in D6.1.1) for assistance. In other
words, the VE can query the case bases of other VEs too, thus experience sharing and
communication between autonomic managers takes place.
The developers can create a case (domain ontology) which has a problem and a solution:
i.

a problem is going to be a series of events that have to be identified to trigger the
solution. This description of events has to be linked with the corresponding topics on
the COSMOS message bus. The problem can be simple (event) or complex (series of
events)
ii. a solution (in its simplest form) can be the URI of an IoT-service. A solution can be
primitive (1 task- IoT-service) or complex (series of IoT-services).
A case structure includes simple and compound attributes that describe the cases together
with their types, weights etc. Following the example of most of the industrial CBR applications,
we are going to propose forms to the developer to fill the case base. In our case, we can offer
the developers the opportunity to create case bases for their VEs. Each VE may have its own
Planner and Case Base. Each VE will have its own knowledge base with its own repository in
order to facilitate M2M communication. COSMOS could provide a GUI template consisting of
fields to fill in, in order to describe the problem and give the input for the similarity calculation.
For example, the developer could define data for the simple attributes of a case and weights
for its complex attributes. The entered information is then retrieved to build a case, while
integrating their semantics. This phase is about formalizing the description of the problem to
be solved by assigning values to the descriptors in the target case. The case is then stored in
the case base.
Consequently, the planner has two retrieve modes:
i. The planner uses complete cases (problem and solution is defined). That means that it
follows the changes on the topics that correspond to specific problems. When the
planner gets notified by the Analysis or the Social Analysis component, the
corresponding solution is forwarded to the Executor.
ii. The planner can accept as input a target case (a case with the description of the
problem only) and create a new complete case. That means that the planner has to
find similar cases in its case base or the case bases of other VEs, choose the most
appropriate solution(s) and, in latter stages, create new solutions (e.g. services
composition).
The choice of the solution could be made at a first step from social criteria, such as the
reputation of the VEs that offer the IoT-service that corresponds to the solution of a case. For
example, if a VE-bus has two cases with the same problem (e.g. fire detection) but different
solution (e.g. “call fire-truck 1” vs “call fire-truck 2”), if the IoT-service “call fire-truck 1”
belongs to a VE with higher reputation than that of the IoT-service “call fire-truck 2”, then the
planner would choose the first case.
The Case Base provided by COSMOS could also contain a classification of the cases. One such
classification could be based on the different self-management attributes (section 3.2.) that
the different cases implement (e.g. self-configuration), thus providing the autonomy of a VE.
At a next level, we could extend the Experience by CaseBase-type in order to include various
types of case bases in the system. For example, we could use the CBR planner for building a
service-recommendation component or even for modeling dynamic web-service composition.
In this recommendation system, the Planner could work as a recommendation service which
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will take under consideration social characteristics of the VEs used in the cases. For this to
happen, feature selection has to take place. Like other feature-based systems, in case-based
reasoning, one area of research focus has been on how to select important features among all
the features of the problem specification and weighting them to make the cases or to facilitate
the retrieval.
In the future, the planner may follow a hybrid reasoning model e.g. CBR followed by RBR. The
RBR could represent the general policies of the VEs, their goals etc. Moreover, rules could be
extracted from the analysis of different Case Bases.
COSMOS will offer various services for the developer giving him the possibility to manage the
case base. He could store, retrieve all or some cases, delete or share cases. Also, he could
specify how a case is going to be stored, e.g. in memory or in persistence store.
Very shortly, we can summarize the important steps we are going to find during knowledge
engineering for the CBR planner:
 Collecting potential “cases”.
 Describing case descriptors.
 Testing cases structures with “users/experts”.
 Building an ontology of descriptors attributes.
 Observing the reusing of cases by users/experts for real concrete problems.
 Focusing on the adaptation process.
 Eliciting dependencies and influences as they are used in adaptation.
 Building a similarity measure on the base of known dependencies and influences.
 Testing similarity measure with the set of solved cases.
 Building adaptation rules according to dependencies and influences.
 Testing adaptation on the set of known cases.
 Building new cases with “normal” users with “observers/experts” (we call this period
the “learning” period of the system).
 Revising the whole system.
 Delivering the CBR system with an initial “case base” useful for reusing and continuous
learning possibilities.

4.2. Executor
The Executor is based on the output of the Planner and in fact is out of the scope of COSMOS.
However, in order to present the operation of the planer with more tangible results, we will
implement a simple executor which will execute the suggested plans using RESTful web
services.
A number of initiatives have been proposed to contribute on the promise of semantic web
services. There are several frameworks that add semantics to Web services in order to enable
automatic service discovery, composition and execution. These functions will be described in
the following sub-sections and are closely related to the executor but also to the COSMOS
Registry (section 4.5).
Several vocabularies inspired by WSDL have been proposed for annotating WS descriptions
with semantic markups, most notably OWL-S
, WSDL-S,
and SAWSDL
.
OWL-S is an ontology-based language for semantically describing services. OWL-S uses four
different ontologies to describe the service: Profile, Service Model and Grounding ontologies.
Brieﬂy, the service proﬁle provides a high-level description of a service, which includes both
functional (i.e. inputs/outputs) and extra-functional properties (i.e. service name, service
category, cost/quality of service and so on). The process model details the service behavior. Ιn
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particular, it describes how the service performs its component tasks. The service grounding
explains how to access the service by specifying protocol and message format information.
WSMO or Web Service Modeling Ontology is based on the Web Service Modeling Framework
(WSMF), which divides the service description into four components: Ontologies (formal
Semantic description of the information used by all other components), Web Services
(Semantic description of Web Services that may include functional (Capability) and usage
(Interface) descriptions), Goals (The client's objectives when consulting a Web Service ) and
Mediators (Connectors between components with mediation facilities. Provide interoperability
between different ontologies).
Annotation of a web service is a fundamental proposition that enables transforming current
static diagrams of web services to dynamic value-added powers of SWS, meriting in reusability,
interoperability and agility. Firstly, annotating the appropriate parts of the WS with concepts
from a richer semantic model is involved during development (typically in WSDL), by which a
service provider can explicate the intended semantics. On the other hand, an industryaccepted approach is to annotate service elements with terms from domain models including
industry standards, vocabularies, taxonomies, and ontologies, along with a formal modeling
language which combines web service with an ontology-based semantic annotation of the
functionalities of the service (i.e. what the service actually does). SAWSDL provides a standard
means by which WSDL documents can be related to semantic descriptions, such as those
provided by OWL-S and WSMO. In both cases, the utilization of SAWSDL description into
WSMO and OWL-S is still more on the level of suggestions than definitions, which require the
further investigation.
The above frameworks are inspired from WSDL. Restful web services can be described by
WSDL 2.0
,
. However, most of them do not require a description language such as
WSDL, as the principal objective of REST is simplicity. The lack of this description language
makes it difficult to achieve the automated discovery and composition of the web services.
Several lightweight vocabularies have been developed for semantic annotation and targeting
at either SOAP based WSs or RESTful WSs or both, including WSMO Lite
, hRESTS
(HTML for RESTful Services) and RESTdesc
. RESTdesc format relies on the HTTP vocabulary
in RDF to describe the semantics of HTTP exchanges. The main advantage of RESTdesc is the
loose coupling and reuse of existing models it offers. SA-REST
is similar to SAWSDL and can
view as an extension of hRESTS. RESTful Grounding
is a Web Ontology to allow the
semantic description of RESTful Web Services, that extends OWL-S. OWL-S is used as the base
ontology for services and WADL is used for syntactically describing them.

4.2.1. Web Service Discovery
Discovery issues are concerned with the semantic representation and publishing of the
services capability and requirements. OWL-S can use service proﬁle to express existing
capabilities and service consumer desired capabilities (i.e. request). Compared to OWL-S
proﬁle, WSMO Web service decouples provider and requester perspectives including a
capability as the part of WSMO Web service elements that describe the functionality of the
Web service, a goal describing users’ desires and non-functional properties that can be
attached to a goal. WSMO discovery relies heavily on mediators to address various semantic
heterogeneity issues. WSDL-S addresses the service discovery issues by presenting a
mechanism that enables to add categorization information to services which can be used to
narrow the range of candidate services.
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The RESTdesc
discovery process is based on the HTTP OPTIONS verb. The invocation of this
operation on a given resource returns back information in Notation3 Syntax. This information
informs the machine-client of the current resource interaction possibilities.

4.2.2. Web Service Composition
During composition, semantics can be added to facilitate the aggregation of multiple services
functionality so as to create a useful service composition, along with semantic based schema
mapping that enables Web services invocation beneﬁting in more convenient data ﬂow and
control ﬂow which is necessary for automatic mediation. OWL-S process model supports ﬁve
types of control ﬂow constructs including sequence, conditionals, loops, multi-threading and
synchronization as well as non-deterministic choices. WSMO deals with SWS composition
issues (also refers to choreographies and orchestrations) by the adoption of Abstract State
Machine (ASMs) methodology. One of the differences between OWL-S and WSMO with regard
to composite process is the cardinality restriction of process model (at most one model and
using multiple interface specifying different models respectively).
Several works have been carried out in order to resolve the composition problem for RESTful
Web services. Some of these works propose to reuse the BPEL language as mentioned in
.
There are two different ways to use the BPEL principles to compose RESTful Web services. The
ﬁrst one suggests using the WSDL 2.0 description language without changing the current BPEL.
In fact, the RESTful Web resource API is wrapped behind a WSDL document that acts as an
interface between the REST Web resource and the BPEL code, using the HTTP binding with the
REST resource and operation invocation on the BPEL side. The second way to use BPEL with
REST resources is more direct than the ﬁrst one but it requires an extension to BPEL in order to
be able to support the HTTP operations on the resource API.

4.2.3. COSMOS Approach: Service discovery and composition
Matchmaking and merging of service descriptions is one of the key issues in semantic Web
because it is the basis of doing Web service discovery and composition. The goal of service
discovery task is to find a suitable service provided by a specific VE in accordance to defined
requirements.
We will explore existing tools and matchmakers supporting the service discovery and we will
try different approaches to find the more suitable one for the web service composition. In this
first phase we will use static service composition.
As mentioned at section 4.1.6, we can investigate the approach of web service composition
using CBR. Lajmi et al.
propose such an approach called WeSCo CBR that aims at
enhancing the process of Web service composition by using a CBR technique. Web services are
annotated using OWL-S and grouped into communities to facilitate the search process. In
order to improve the search of the most relevant case (for a new case), a classification of the
existing cases is proposed. Another approach is proposed from Osman et al.
and uses CBR
for modeling dynamic Web service discovery and matchmaking. The framework considers Web
services execution experiences in the decision making process and it is sensitive to rules issued
by the service requester. The framework also uses OWL semantic descriptions extensively to
implement the components of the CBR engine, as well as the services selection profiles. In
addition, the proposal uses a classification of user groups into profiles that have standard set
of constraint rankings.
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4.3. Social Monitoring
The main objective of the Monitoring Mechanism of COSMOS will be to collect, aggregate and
distribute monitoring data (events) across the decision making components of the
collaborating groups. The events are generated by interactions in response to - directly or
indirectly - user actions (e.g. registering a new VE) or VEs’ actions.
Interactions:
Instead of trying to map various social relations and characteristics to the IoT, a more concrete
approach would be to identify the various interactions that will take place in the COSMOS. For
each and every interaction we can then define a corresponding social characteristic. Elements
of these interactions/relations that could be monitored are:
a. To how many GVEs does a VE belong? VE belonging to many GVEs gives as a measure of its
“centrality” in the whole system and the real world.
b. How many VEs and how many GVEs (separately and in total) does a GVE contain? These
are some of the main data needed to grasp the size and the complexity of a GVE.
c. How many Experience-sharing (XP-sharing) requests have been sent to a VE? We could
monitor this property for each and every kind of XP separately and maybe come up with a
common variable for all kinds of XP.
d. How many times has a VE shared (successfully) its Experience (XP)? This could be the
measure of “trust” identified in WP6 (described latter).
e. How many times was this XP-sharing useful? This is a quite important property but rather
difficult to monitor, compared with other elements, as feedback is needed. For example, given
the problem stated at a case of a VE, we could find out how many of its parts were solved after
the XP-sharing (comparison of problems of cases by the planner).
f. How “much” XP does a VE have? For example, how many cases? This could be a measure of
how important is the autonomicity of this specific VE. This element should be taken under
consideration when we are trying to extract conclusions from the previous element (e).
g. In how many cases of VEs is an IoT-service of a specific VE included/used? Shows the
“reputation” of a VE taking under consideration the cases only.
h. How many IoT-service requests has a VE accepted by users (in a non-autonomous way)?
This is different from (g) which gives as a view of the popularity from the VEs’ (autonomous)
side and not this of the individuals.
i. How many IoT-services does a VE have?
j. How many times has a VE “communicated/cooperated” with another VE? Apart from “XPsharing” what other kinds of “direct” communication do we have? Can we define and monitor
cooperation in better way?
k. To how many topics has a VE been subscribed?
All the above elements are a good starting point for social characterization. However, we
might need a more complex approach. For example, we might need to monitor how many
times two specific VEs have exchanged XP with each other. Instead of monitoring that “VE1
shared its XP 1302 times”, we might need to know that “VE1 shared its XP with VE2 203 times,
with VE3 523 times…”.
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All these elements could be put in certain categories for an easier analysis. One category could
be “friends” (a, b), another one “XP-sharing” (c-f) and so on. Another approach would be to
classify these interactions as follows: VE-VE, VE-user (individual), VE-topic.
The main idea behind monitoring these properties can be identified by the following case:
whenever a VE1 wants to make a request for XP-sharing to another VE2, VE1 could check the
corresponding parameter of VE2 (how many times VE2 has shared [successfully] its XP) and
decide whether it will make the request (decision making on this level is needed). Moreover,
all these properties can accelerate the discovery mechanisms too. Finally, this is going to be
the main input for the social analysis that will follow.
Consequently, VEs and users are going to interact with each other in many ways. For each kind
of interaction, we can define a corresponding metric. For each metric identified in the
previously we need to develop/choose the corresponding KPIs and tools.
Based on the chosen configuration, different levels of reporting granularity would be possible
in order to keep the monitoring tasks as light weight as possible but still to be able to perform
in depth analysis whenever needed.
As already mentioned some of the interactions described above are easily monitored since
some of them involve directly the platform. For instance subscribing to a topic, searching for a
VE or publishing data are operations which are performed through the COSMOS platform,
thus, the components involved will be able to detect and report to the monitoring component
such events.
While monitoring such interactions is guaranteed, since the platform can easily detect them,
the interactions between VEs, GVEs and applications could take place without any monitoring
thus failing to provide the necessary data for the Social Analysis component. This is the case
especially whenever the communication between these entities is performed using peer-topeer mechanisms. To overcome this issue, the Social Monitoring component will provide the
interfaces which allow these entities to report KPIs about the interaction with other entities
even if the COSMOS platform in not directly involved into the communication.
To support reporting from external parties, an incentive provisioning mechanism will be
considered so that VE’s, GVEs, applications and even users are encouraged to report various
KPIs. Whenever such entities are reporting data, their reporting credits or ranking could be
increased.

4.4. Social Analysis
The events that are generated at the Social Monitoring level can be evaluated at different
platform levels (node level, group level or system wide) against a set of rules. The rules, which
can be added, deleted or updated at runtime, may be speciﬁed by the consumers of
information to set and control the ﬂow of events and the aggregation output. The evaluation
results can be used by the Planner or other COSMOS-components and can be used as a form of
service for the users.

4.4.1. The Social Internet of Things (SIoT)
The VEs and GVEs have to communicate with each other, to share their cases, to use IoTservices of other VEs etc. In other words, they have to interact with each other and thus to
operate as social actors and have a set of dyadic ties between them. Consequently, the
COSMOS social structure can be characterized as a social network.
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Recently, there has been quite a number of independent research activities that investigated
the potentialities of integrating social networking concepts into IoT solutions. The resulting
paradigm, named Social Internet of Things (SIoT) 48, has the potential to support novel
applications and networking services for the IoT in more effective and efficient ways.
The objectives being pursued by the Social Internet of Things paradigm are:


to keep separate the two levels of people and things;



to allow objects to have their own social networks;



to allow humans to impose rules to protect their privacy and only access the result of
autonomous inter-object interactions occurring on the objects’ social network.

There are three elements that would justify the characterization of a platform as a SioT
platform:


it maps the social relations and interactions of the individuals, companies etc. to their
VEs,



it defines, monitors and exploits social relations and interactions between the VEs,



it uses technologies and exploits services from the domain of the social media.

The COSMOS platform as it has been designed till now comes under the two last categories.
The social network perspective provides a set of methods for analyzing the structures of whole
social entities and their networks. For the study of these structures, COSMOS can use Social
Network Analysis (SNA) to identify local and global patterns, locate influential entities and
examine network dynamics.
Social network analysis is the analysis of social networks viewing social relationships in terms
of network theory. These relationships are represented by nodes (representing individual
actors within the network) and ties (which represent relationships between the individuals
such as friendship, similarity etc). These networks are often depicted in a social network
diagram, where nodes are represented as points and ties are represented as lines.
Various theoretical frameworks have been imported for the use of social network analysis. The
most prominent of these are Graph theory, Balance theory, Social comparison theory and,
more recently, the Social identity approach. Few complete theories have been produced from
social network analysis (e.g. the Stuctural Role Theory and Heterophily Theory).
Based on the Social Monitoring, the Social Analysis is going to provide a more concrete
description of the social significance of a VE and the relations of the VEs. These social
properties and relations that will be extracted could be used by the planner or other
components of the project.

4.4.2. Levels of analysis
In general, COSMOS social networks will be self-organizing, emergent and complex, such that
globally coherent patterns will appear from the local interaction of the elements that make up
the system. These patterns will become more apparent and rich as the size of network
increases.
However, a global network analysis of all the relationships between millions or billions of VEs is
not feasible and is likely to contain so much information as to be uninformative. The nuances
of a local system may be lost in a large network analysis, hence the quality of information may
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be more important than its scale for understanding network properties. Thus, social networks
should be analyzed at the proper scale, depending on the application or the needs of a user or
a functional component of COSMOS.
Although levels of analysis are not necessarily mutually exclusive, there are three general
levels into which networks may fall: micro-level, meso-level and macro-level
,
:
Micro level: At the micro-level, social network research typically begins with an VE or a small
group of VEs in a particular social context (e.g. a domain), snowballing as social relationships
are traced.


Dyadic level: A dyad is a social relationship between two individuals. Social analysis on
dyads may concentrate on structure of the relationship (e.g. multiplexity, strength),
social equality and tendencies toward reciprocity/mutuality.



Triadic level: A triad is a social relationship between three individuals. Social analysis
at this level may concentrate on factors such as balance and transitivity.



Actor level: The smallest unit of analysis in a social network is an individual in their
social setting, i.e. an "actor" or "ego". Egonetwork analysis focuses on network
characteristics such as size, relationship strength, density, centrality, prestige and roles
such as isolates, liaisons and bridges. This kind of analysis would be of great use in the
case of GVEs.



Subset level: Subset level analysis focuses on distance and reachability, cliques,
cohesive subgroups or other group actions or behavior.

Meso level: In general, meso-level analysis begins with a population size that falls between the
micro- and macro-levels and may also refer to analyses that are specifically designed to reveal
connections between micro- and macro-levels.


Organizations: Formal organizations are social groups that distribute tasks for a
collective goal. Network analysis on organizations may focus on either intraorganizational or inter-organizational ties in terms of formal or informal relationships.



Randomly distributed networks: Exponential random graph models of social networks
became state-of-the-art methods of social network analysis in the 1980s. This
framework has the capacity to represent social-structural effects commonly observed
in many human social networks, including general degree-based structural effects
commonly observed in many human social networks as well as reciprocity and
transitivity and, at the node-level, homophily and attribute-based activity and
popularity effects, as derived from explicit hypotheses about dependencies among
network ties. These probability models for networks on a given set of actors allow
generalization beyond the restrictive dyadic independence assumption of micronetworks, allowing models to be built from theoretical structural foundations of social
behavior.



Scale-free networks: In network theory, a scale-free ideal network is a random
network with a degree distribution that unravels the size distribution of social groups.
One notable characteristic in a scale-free network is the relative commonness of
vertices with a degree that greatly exceeds the average. Another general characteristic
of scale-free networks is the clustering coefficient distribution, which decreases as the
node degree increases.
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Macro level: Rather than tracing interpersonal interactions, macro-level analysis generally
trace the outcomes of interactions over a large population. It becomes quite evident that, in
case we have to take decisions at COSMOS system level regarding e.g. the reconfiguration of
some entities, this kind of analysis becomes really important. At this level we identify Largescale networks and Complex networks. Larger social networks display features of social
complexity, which involves substantial non-trivial features of network topology, with patterns
of complex connections between elements that are neither purely regular nor purely random
as do technological networks. Such complex network features include a heavy tail in the
degree distribution, a high clustering coefficient, assortativity or disassortativity among
vertices, community structure and hierarchical structure.

4.4.3. Social Analysis Metrics
There is a great variety of metrics that could be used under the functionalities of the Social
Analysis, offering more detail and information about the networks being analyzed. The main
metrics that have been identified and whose role is evident even at the early steps of this
component are
,
:


Homophily/Assortativity: The extent to which VEs and GVEs form ties with similar
versus dissimilar others. Similarity can be defined by social characteristics or attributes
that are domain-dependent (e.g. domain). This is going to be one of the main
characteristics that should be taken under consideration when COSMOS recommends
new friends for a VE.



Mutuality/Reciprocity: The extent to which two VEs reciprocate each other’s
friendship or other interactions. For example, VE1 may use the IoT-services of VE2 in
its case base, but on other hand, VE2 may not do the same for VE1.



Propinquity: The tendency for actors to have more ties with geographically close
others.



Network Closure: A measure of the completeness of relational triads. An individual’s
assumption of network closure (i.e. that their friends are also friends) is called
transitivity. Transitivity is an outcome of the individual or situational trait of Need for
Cognitive Closure. This concept could be used in some COSMOS recommendation
services (e.g. a VE1 may recommend to VE2 its own friends as new friends).



Distance: The minimum number of ties required to connect two particular actors, as
popularized by Stanley Milgram’s small world experiment and the idea of ‘six degrees
of separation’.



Multiplexity: The number of content-forms contained in a tie. For example, two VEs
that are friends (can share cases) and also work together (they are both used in a more
complex IoT-service of a GVE) would have a multiplexity of 2. Multiplexity is associated
with relationship strength.



Structural holes: The absence of ties between two parts of a network. Finding and
exploiting a structural hole can give an entrepreneur a competitive advantage. This
concept was developed by sociologist Ronald Burt and is sometimes referred to as an
alternate conception of social capital.



Bridge: An individual whose weak ties fill a structural hole, providing the only link
between two individuals or clusters.
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Centrality: Centrality refers to a group of metrics that aim to quantify the
"importance" or "influence" (in a variety of senses) of a particular VE or group of VEs
within the network. Examples of common methods of measuring "centrality" include
betweenness centrality, closeness centrality, eigenvector centrality, alpha centrality
and degree centrality. This is one of the main metrics that should be taken under
consideration from the recommendation services of COSMOS.



Density: The proportion of direct ties in a network relative to the total number
possible.



Clustering coefficient: A measure of the likelihood that two associates of a node are
associates. A higher clustering coefficient indicates a greater 'cliquishness'.



Cohesion: The degree to which VEs are connected directly to each other by cohesive
bonds. Structural cohesion refers to the minimum number of members who, if
removed from a group, would disconnect the group. This characteristic is quite
important when reconfiguration of a group of VEs must take place.

4.4.4. Functionalities of the Social Analysis component:
As mentioned before, the services and functionalities of the Social Analysis component will be
used by both the users (“External” use) and other functional components (Internal use) such as
the Planner. From the plethora of the metrics available and the social interactions that can be
monitored, it is quite evident that the Social Analysis component can provide a great number
of functionalities, depending on the needs of COSMOS system and the projects goals. Some of
the main functionalities that have been studied are the following:


Extraction of higher-level goals of VEs: A feature that we could have in Social Analysis
is the comparison of the same targets/goals of the VEs (maybe expressed by their Case
Base) and the extraction of more abstract goals that will characterize certain groups.



Extraction of relational-models: One other functionality of the Social Analysis
component could be the extraction of Relational Models. Such models are the
Communal Sharing (behaviors of objects with collective relevance e.g. a service
offered by an entire swarm of VEs), Equality Matching (objects operate as equals and
request/provide information among them in the perspective of providing IoT services
to users while maintaining their individuality), Authority Ranking (established between
objects of different complexity and hierarchical levels), Market pricing (VEs working
together in the view of achieving mutual benefit and participating in this relationship
only when it is worth the while to do so), as well as Parental relationship, Co-location
and Co-work relationship, Ownership etc.



Modelling and Visualization of networks: Visual representation of social networks is
important to understand the network data and convey the result of the analysis.
Exploration of the data is done through displaying nodes and ties in various layouts
and attributing colors, size and other advanced properties to nodes. Visual
representations of networks may be a powerful method for conveying complex
information, but care should be taken in interpreting node and graph properties from
visual displays alone, as they may misrepresent structural properties better captured
through quantitative analyses. Collaboration graphs can be used to illustrate good and
bad relationships between VEs based on characteristics such as the evolution of the
Trust and Reputation of the VEs. By using the concept of balances and unbalanced
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cycles, the evolution of signed social network graphs can be predicted. Moreover, the
network propagation modelling can be included in this functionality.


User attribute and behavior analysis: In the private sector, businesses use social
network analysis to support activities such as customer interaction and analysis,
marketing and business intelligence needs. In the case of COSMOS, this could be done
for example by analyzing the results of monitored interactions such as the popularity
of the IoT services or the Case Base of a VE among the users.



Recommendation of VEs: By finding the similarities between VEs or identifying the
needs of a VE, it is possible to produce many recommendation services. One
representative example is the Friends Recommendation of COSMOS. This feature that
could be one of the first functionalities developed in Social Analysis, by taking under
consideration vital social characteristics of a VE such as its domain and its location,
during the registration of a VE to the COSMOS platform, could come up with a list of
VEs that would be presented as recommended friends: a set of VEs that could be
useful to the VE and would provide the first steps for XP-sharing.



Extraction of structural characteristics of the networks: There are many properties of
the networks that could be analysed without direct modelling and could be of great
use for recommendation services. Questions that could be addressed are whether
there is any “leak of knowledge” from one team/cluster to another, if so, how fast
does the information flow, whether a team has any organizational weak points that
can be structurally overcome etc. A representative example is the discovery of
structural holes. In the context of networks, social capital exists where people have an
advantage because of their location in a network. Contacts in a network provide
information, opportunities and perspectives that can be beneficial to the central
player in the network. Most social structures tend to be characterized by dense
clusters of strong connections. Information within these clusters tends to be rather
homogeneous and redundant. Non-redundant information is most often obtained
through contacts in different clusters. When two separate clusters possess nonredundant information, there is said to be a structural hole between them. Thus, a
network that bridges structural holes will provide network benefits that are in some
degree additive, rather than overlapping. Networks rich in structural holes are a form
of social capital in that they offer information benefits. COSMOS could make
recommendations to fill in these structural holes and exploit the social capital.

4.4.5. Computational Models and Social Network Tools
There are many tools that have to be used from the Social Analysis component and a need for
the development of new tools may exist. Social network and dynamic network metrics, trail
metrics, procedures for grouping nodes, identifying local patterns, distance based, algorithmic
and statistical procedures for comparing and contrasting networks, groups and individuals
from a dynamic meta-network perspective, geo-spatial network metrics, identification of key
players, groups and vulnerabilities, are but a few issues that have to be addressed.
Some of the main tools that have been studied and could be exploited by COSMOS are:


Dynamic Network Analysis and Social Network Analysis: Tools for reasoning under
varying levels of uncertainty about dynamic networked and cellular organizations,
their vulnerabilities and their ability to reconstitute themselves, choosing Dynamic
Network Analysis (DNA) metrics and then using one or more of the available
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optimizers to find a design that more closely meets an ideal as well as exploring
network graphs. Some tools that have been studied are Dynet
, EgoNet
,
NetMiner
, SIENA
and SNA
.


Network Document Analysis and Data Entry: Tools that enable the extraction of
information from texts using Network Text Analysis methods and other techniques.
Such tools that have been studied are SocIoS
, AutoMap
and ORA
.



Network Visualization: Tools for graph visualization and representation like
Zoomgraph
and GraphViz
.



Representation Formats, markup languages and ontologies: DyNetML
GraphML
could be used as a reference model.

and

4.5. Registry & Discovery
Registry models differ in several dimensions. A database of pointers to elements sets and
application profiles, each perhaps with a simple description, might be called a "shallow"
registry. Although such a registry is valuable as a resource locator, there is significantly more
potential in "deep" registries that provide machine readable access to various sorts of
schemas, indexing them for structured search and browsing. Ideally, such registries would
provide search and browse access across the boundaries of many different element sets.
For the following analysis, we have to make the following distinction:



Registry: Contains a list of ontologies and some related metadata about the ontologies
Repository: Contains actual ontologies, not just a list of ontologies and supports
storage, retrieval, updates and integration of ontologies.

COSMOS will employ as much as possible the semantic description of the key building blocks
or entities which are involved in its environment. This applies to VEs, GVEs, applications,
models etc. The main rationale behind this decision is to enrich their description while
maintaining a uniform, standardized and reusable format. This approach will also facilitate the
search of various components as well as the use of complex inference mechanisms whenever
needed since this approach follows the linked-data pattern.
In order to support such rich descriptions and operations, a semantic store or registry will be
used. These are triple stores implementations suitable for semantic descriptions. The semantic
stores considered for use in the COSMOS project are the open-source Sesame and Jena. Other
options are evaluated as well. Both of them are supporting query interfaces based on SPARQL
which is a powerful language and is widely used in both the research and production level
projects.
Comparison of Triple Stores:
Triple stores can be divided into three broad categories – in-memory, native, non-memory
non-native - based on architecture of their implementation. In-memory triple stores store the
RDF graph in main memory
. Most of the in-memory stores have efficient reasoners
available and can help solve the problem of performing inferencing in persistent RDF stores,
which otherwise can be very difficult to perform. A second, now dominant category of triple
stores is the native triple stores which provide persistent storage with their own
implementation of the databases, e.g. Virtuoso, Mulgara, AllegroGraph. In the third category
of triple stores, the non native non memory, triple stores are set up to run on third party
databases e.g. Jena SDB. Recently, native triple stores have gained popularity due to their
superior load times and ability to be optimized for RDF.
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Jena:
Jena is a java framework for building semantic web applications
. Jena implements APIs for
dealing with Semantic Web building blocks such as RDF and OWL. Jena's fundamental class for
users is the Model, an API for dealing with a set of RDF triples. A model basically contains a set
of statements and provides methods for adding, removing and querying them. A Model can be
created from the file system or from a remote file. The Jena framework includes three types of
storage for the data of the model: in-memory, in a relational database (SDB) or in a database
specialized in storing triples (TDB). While the in-memory variant is only useful for tests or small
examples, the SDB and TDB implementations are for storing data persistently.
SDB supports storage and query of RDF datasets using SQL databases and supports all common
database systems, like Oracle, PostgreSQL, MySQL and MS SQL. For connecting to a database
SDB uses the SDBConnection, which wraps a JDBC driver and translates SPARQL queries to SQL
queries. By the use of JDBC, SDB is also able to fully support transactions, which means that
SDB can be used in a distributed environment. But the usage of relational databases has also
disadvantages. The triples of the RDF graph are mapped to special tables that are created and
managed by SDB. This results in some performance decreases, since relational databases are
not optimized for triples. The triple database (TDB) is a Java engine that is developed by the
Jena project and optimized for RDF storage and query. Therefore it performs and scales better
than SDB. But since TDB is non-transactional it is only usable for single machines. This means
that TDB is ideal as a local high-performance RDF store but for distributed environments it
would be necessary to use it together with a transaction manager.
One way to access the data in the model is via the Java APIs for RDF and OWL. The other way is
via the query engine ARQ that is distributed with Jena. ARQ supports standard SPARQL and
SPARQL/Update (SPARQL 1.1) as query language. Furthermore it supports distributed SPARQL
queries and different extensions, like aggregations. Another extension is for example the free
text search via the text search engine Lucene4. With these interfaces, Jena provides good
access to the data for most applications.
Joseki/Fuseki:
Joseki is a RDF server and one of the components of the Jena framework, which uses ARQ.
Joseki accesses data via the Jena model and therefore supports TDB and SDB. Joseki starts as
standalone server and offers a web form for SPARQL queries and a HTTP implementation of
the SPARQL protocol using GET and POST. Its ancestor Fuseki is similar, but while Joseki only
supports the reading of RDF data, its ancestor Fuseki supports also the SPARQL 1.1 protocol
that includes commands for insert, update and delete.
Sesame:
Sesame is an open source framework for storage, inferencing and querying of RDF data
.
Sesame matches the features of Jena with the availability of a connection API, inferencing
support, availability of a web server and SPARQL endpoint. Like Jena SDB it provides support
for multiple backends like MySQL and Postsgre. Sesame Native is the native triple store
offering from Sesame. As compared to be Jena’s native triple, TDB, it is less scalable. Sesame
native has been tested with up to ~70 million triples while Jena TDB is known to work with 1.7
billion triples. A useful feature of Sesame is that most its APIs are transparent with respect to
whether you are working locally or remote. This is the case for the Sesame repositories, but
also for the RepositoryManager. We can use a LocalRepositoryManager, creating Sesame
repositories for local use. However, it is also possible to use a RemoteRepositoryManager,
using it to create and manage Sesame repositories residing on a remotely running Sesame
server.
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COSMOS approach:
We will implement the VE registries as Resource Description Framework (RDF) graph
databases. Access to the VE registry is provided via RESTful Web Services. The Semantic
Registry component will provide a wrapper around the triple store to be chosen whose API will
include an extended set of methods for both CRUD like operations as well as for basic and
complex retrieval tasks. All this functionality will be exposed using REST services, thus
facilitating remote access with a facile and well know approach.
The use of a wrapper with a rich API was considered in order to address two issues:


The first one regards the hiding of the underlying functionality, more precisely of the
SPARQL query complexity. While SPARQL is a well known and widely adopted language
in the field of semantic applications, access to the semantic descriptions should not be
restricted only to those able to use such a language. Instead, the API will provide the
methods and input parameters required in order to execute the above mentioned
operations without any knowledge of the underlying implementation.



The second aspect which has been considered related to the privacy and security of
the semantic data into the semantic registry. While some descriptions could be public,
other might require specific rights depending on the role of the caller. Providing the
end users the means to execute directly unrestricted SPARQL queries into the triple
store prevents any form of control or security.

VE Registry:
VEs are key building blocks in the COSMOS environment. They are consumers as well as
producers and processors of data and are exposing IoT resources and services. Such IoT
resources have features and operations which the VE are exposing so that they can be
integrated into the COSMOS environment. Since interoperability as well as openness in the
COSMOS environment are essential requirements, VEs will be semantically described so that
they can be easily retrieved and that their capabilities and constrains are accessible, and
understandable by other actors or components of the environment.
The VE Registry will make use of the semantic model elaborated by the IoT.est project
for
the description of the IoT services and will be extended so that VEs are extensively described.
The VE Registry will be constructed around semantic stores providing SPARQL querying
interfaces. The provided API of the VE Registry will expose the CRUD basic operations over VEs
as well as complex VE retrieval operations. This will be used either for direct VE retrieval on in
conjunction with the Discovery or the Recommendation Components.
VE Discovery:
The Discovery component is a facilitating the retrieval of the key COSMOS building blocks such
as VEs’, topics, applications, etc. It acts as a wrapper on top of the SPARQL query interface thus
hiding the complexity of the underling queries.
The discovery component would also include security features since access to the triple store
information might be subject to role based restrictions.
The API of the Discovery component would be reach enough to allow the search of different
building blocks based on various criteria. Besides the method parameter based search criteria,
we will investigate the means of expressing more complex search criteria expressed directly
using SPARQL snippets while maintain the semantic store integrity and security. Direct and
unrestricted access to the triple stores should be avoided.
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4.6. Ontologies
Ontologies allow to deﬁne the concepts and relationships within a universe of interest. The
goal is not to deﬁne what is and what it is not, but to deﬁne useful concepts for knowledge–
and computer–based systems. We have decided to develop a single COSMOS ontology which
will contain:
i.
ii.

the social properties of the VEs (social ontology)
their services and IoT-services

When one wants to reuse different ontologies together, those ontologies have to be combined
either by integrating the ontologies (merging them into one new ontology) or keeping them
separate. In both cases, the ontologies have to be aligned, which means that they have to be
brought into mutual agreement.
Ontology design and management:
Ontology management is the whole set of methods and techniques that is necessary to
efficiently use multiple variants of ontologies from possibly different sources for different
tasks. Therefore, we can see ontology management system as a framework for creating,
modifying, versioning, querying, and storing ontologies. It should allow an application to work
with ontology without worrying about how the ontology is stored and accessed, how queries
are processed, etc. We can identify the following ontology-actions:












combining: using different ontologies for a task in which their mutual relation is
relevant.
merging/integrating: creating a new ontology from separate existing ontologies with
overlapping parts.
alignment: bringing ontologies into mutual agreement, making them consistent and
coherent. Ontologies are increasingly seen as a key factor enabling interoperability
across heterogeneous systems. The distributed nature of ontology development has
led to different ontologies for the same or overlapping domains. Therefore ontology
alignment is required for combining those ontologies. Several ontology alignment
systems and algorithms have been proposed, exploiting various types of information
(e.g., element names, structural properties, characteristics of data instances).
mapping: relating similar concepts or relations from different sources to each other by
an equivalence relation. For example, we might need to map problems of cases on
topics.
translating: changing the representation formalism of an ontology while preserving
the semantics.
transforming: changing the semantics of an ontology to make it suitable for purposes
over than the original.
modification: the framework allows changes to the ontology that is in use, without
considering the consistency.
evolution: the framework allows changes to the ontology that is in use by preserving
its consistency.
versioning: a method to keep the relation between newly created ontologies, the
existing ones and the data that conforms to them consistent The framework handles
changes to the ontology by creating and managing different versions of it.

Ontology integration consists of the following steps

:

1. find the places in the ontologies where they overlap. In our case, the “domain” social
parameter could overlap in the domain ontology and the social ontology.
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2. relate concepts that are semantically close via equivalence and subsumption relations
(aligning)
3. check the consistency, coherency and non-redundancy of the result.
The various ontologies can be classiﬁed as follows

,

:

i.

Knowledge representation ontology: it captures the representation primitives
(classes, relations, attributes, etc) used to formalize knowledge under a given
Knowledge Representation (KR) paradigm.
ii. General or Common ontology: it represents common sense knowledge to be reused
among domains. The ontology vocabulary contains terms related to things, events,
time, space, etc.
iii. Top–level/Upper–level ontology: it describes very general concepts as well as
providing general notions under which all root terms in existing ontologies should be
linked. However, the existing top–level ontologies provide different criteria to classify
the most general concepts.
iv. Domain ontology: it is an ontology reusable in a given speciﬁc domain (medical,
engineering, enterprise, etc).
v. Task ontology: it describes the vocabulary related to a generic task or activity by
specializing the terms in the top–level ontologies.
vi. Domain-task ontology: it is a task ontology reusable in a given domain but not across
domains.
vii. Method ontology: it gives deﬁnitions of relevant concepts and relations applied to
specify a reasoning process to achieve a particular task.
viii. Application ontology: it contains all the deﬁnitions needed to model the knowledge
required for a particular application.

From this classification we can conclude that COSMOS is going to provide toplevel ontology which will be created after merging the domain ontology provided
by the user with the general ontology provided by COSMOS (social ontology).
COSMOS will also define other types of ontologies e.g. Knowledge representation
ontology for CBR.

General description of the COSMOS Ontology
Initially our design covers Virtual Entities, Experience, Domain Topics and Services. Experience
is further divided into Cases and Models and Cases are comprised of Problems and Solutions.
Services are also divided into Regular Services and IoT Services. All of these concepts are
represented as classes inside the Ontology, as is evident in the following image:
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Fig. 5: Classes of the COSMOS ontology

This is the main architectural layout of the platform ontology, but it is possible to be and
indeed it must be modular in the sense that any Domain Ontology that is to be used by the
COSMOS platform should be able to merge seamlessly with the main Ontology.
In order for any ontology to merge with the COSMOS Ontology, we have set some
prerequisites that make the transition possible.

1. The developers of the Domain Ontology should have knowledge of the Object-type

2.
3.

4.

5.

Properties (Relations between individuals) so that their own inter-individual relations
do not collide or interfere with those of COSMOS.
Avoiding the use of duplicate Data-type Properties (Attributes) as that will clutter up
the Ontology that is established after merging.
Avoid using domains for either Data or Object-type Properties and ranges for the
latter, as that has a detrimental effect to the accuracy of the inferred ontology after
the use of reasoners.
In the same spirit of correct inference, do not set individuals as members of a class
directly, but make classes defined by using necessary and sufficient conditions of
membership.
Most importantly, since Domain Ontologies will have some common classes with the
main ontology, in order to avoid duplicate classes, the classes that are to be merged
completely should have identical IRI's.

Maintaining adherence to the previous prerequisites will help the smooth scalability of the
COSMOS Ontology and provide a “clean” semantic storage for the platform's needs.
Continuing the topic of the Ontological analysis it is important to note both the Data-type and
Object-type Properties that are common throughout all use cases and are used by COSMOS in
the most fundamental level.
Data-type Properties




The most important attribute is the unique identifier that each registered VE will
obtain from the platform. This id is represented by the “hasId” Data-type Property, is
made unique by the platform's software implementation and is handed to each VE
upon the moment of registration.
Following that, is the Trust and Reputation Index (“hasTrustAndReputationIndex”),
which is a part of the social design and implementation of the Ontology. The index is
what measures a VE's reliability and is set during the registration as the default value
0, indicating a neutral opinion of the new VE.
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The attribute “hasServiceType” is what defines services as either regular (value
“Regular) or Iot (value “IoT”) and should be set in order to correctly infer the services
included in the domain ontology.
Finally individuals indicating domains (topics) that a VE can subscribe to, are using the
boolean “isDomainType” attribute to identify themselves.

Object-type Properties









Another important part of VE registration is also which topic the VE chooses to
subscribe to. This is made possible by the “hasDomainName” property which points to
individuals of the DomainName class.
The fact that a VE includes a case into its case base, is indicated by the
“includesInCaseBase” property and its inverse property of “isIncludedBy” which if set
properly as inverse-of in Protégé becomes inferred without any further action.
Also inside the case base, a solution is connected to a problem by the “solves”
property and its inverse of “isSolvedBy”.
Solutions are also tasked with pointing to services as part of their function of handling
emerging problems. The “exposesServices” property points to either a regular or an
IoT service.
Finally we have another part that implements the, up to this point, social design of the
Ontology in the form of VE friendships. The “hasFriend” object-type property points
from VE to VE and is also symmetrical in its implementation.

Why Protégé?
At this point, it should be worth describing the reason we have decided to use the Protégé
development tool for the design of the general ontology
. Protégé is an open source
ontology builder and editor, implemented in Java, which is fully compliant with OWL 2 Web
Ontology Language and RDF specifications from the World Wide Web Consortium.
It is widely used as a tool for managing ontologies and its active community provides a strong
input in the form of plug-ins and technical support for the developers. The use of plug-ins also
greatly enhances the functionality of Protégé allowing us, as an example to use multiple
reasoners in order to check the robustness of the ontology that is developed. Specifically in
COSMOS, the Pellet reasoner that we are consistently using to infer our Ontology, has been
implemented as a plug-in functionality for Protégé. Another strong point of Protégé is the ease
with which ontologies can be designed as the graphical interface is greatly intuitive, plus the
fact that through the use of specific plug-ins, we can use SPARQL to query the ontology and
check whether it is consistent and well formed.
The weakness of Protégé lies mainly in the fact that there is no robust way to introduce a
check and prevention mechanism to assess the input data to be written in the ontology. Any
and all checks have to be made through the software level.
A very basic example is the implementation of unique VE ID's (the “hasId” data-type property).
Through Protégé alone it is not possible to ensure that given IDs are unique during the time of
input. Therefore it is necessary to ensure a software level check for uniqueness, which at this
point before registering a VE, it looks up the ontology for the maximum ID used and returns
that value plus one as the new ID thereby ensuring non repetition of IDs.
Testing Protégé and our ontology
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In order to start testing the ontology created, we have used the Madrid use case example as a
starting point and have further developed and added a domain ontology which is merged with
our general ontology. The main difference of the domain ontology is the fact that we have
elaborated further on the class of Virtual Entity so that now it is now structured like this:

Keeping in mind the prerequisites we have set before (specifically about identical IRI's), we can
try to merge the ontologies. The following image shows the result of the merger:

As it has been made obvious, the merger worked perfectly in both architecture as well as
properties. The complete lists of object-type and data-type properties are as follows:
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Social properties:
Domain:
One of the main properties that should be included in the ontology of a VE is its domain. This
property is quite important, as it is the first step to identifying the different groups into which
VEs are organized and their different relations. COSMOS should give the developer the option
to choose from a quite big variety of domains. As a result, we have to identify the different
values that could be given to the social parameter “domain”. Some ideas are:

Traffic Management,

Waste Management,

Environment Monitoring,

Smart Water,

Smart Metering,

Security & Emergencies,

Logistics,

Industrial Control,

Home Automation,

eHealth
The “domains” of the VEs, could accelerate the discovery mechanisms and give more
information for the social analysis.
On the topic of domains it is important to state that any VE wishing to register to the COSMOS
platform is imperative to have at least one association with a certain domain. The list of
possible domain names will be as stated a priori known to VE developers so that input of VEs
to the platform's registration component will be efficiently handled.
By dividing our Ontology's scope into domain-specific parts we also achieve a functioning
segregation of available IoT-services. That means that, if a certain VE exposes services with a
multitude of purposes, intra-VE communication will be more effective as far as both discovery
and service recognition are concerned. Therefore if a certain VE desires a look-up of services
pertaining to traffic management, domain identifiers can be used to limit the time needed for
a query response. Also, on the topic of VE discovery, if a VE has no connections to initiate
communication in order to enrich its case base, or its group of services, the platform can
initiate a process of recommendation based not only on proximity but also on topic. In the
general ontology, membership to a domain is signified by the object-type property
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“hasDomainName”. This property connects individuals belonging to the class “VirtualEntity”
with individuals that are domains.
Another very important part of social interaction is the metric of trust (Trust and Reputation
Index), that is at its most basic functionality, a counter which states how many times the VE
has successfully shared its case base. Coupled with the concept of feedback and through
refinement of its calculation, we can use this Index as a means to simulate social mobility in
the platform, as Trust will be one of the most important components of friendship
recommendation along with size of the case base. Depending on the discovery criteria of the
VE looking for new social connections, the recommendation lists will vary, thereby keeping
both an upwards and a downwards social mobility of VEs. The index is represented by the
Data-type property “TrustAndReputationIndex” which contains an integer.
This brings us to the most important social property that is to be implemented in the COSMOS
platform, friendship between VEs. In the spirit of implementing an autonomous and
decentralized communication model, it is imperative to understand that communication
between VEs will, after a certain point, be completely platform independent. That is not to say
that the COSMOS ontology will never be accessed, but that after social connections have been
established, VEs are expected to communicate directly with one another. Friendship between
VEs will be a guideline, a road map of communication, as each VE will in effect maintain a
group of remote VEs which have been deemed to be in a position to help it or receive help
from it. The choice of friends will be based on other social criteria, like domains and trust
indexes with the eventual provision that friend lists are to be dynamically maintained for
reasons of removal, or renewal. The general ontology possesses the property “hasFriend”
which is object-type and symmetric. That means that if busA is friend with busB then, through
inference, BusB will also have a “hasFriend” property with busA as the target. It is important to
state that even though the general ontology uses individuals to signify VEs, the local VE storage
could use other means to store friends, for example using only their URIs.
Friendship extrapolation is also achievable through other characteristics. While keeping in
mind that trust and case base is a big part of any recommendation process, in specific cases we
can use data of Geo location to ensure friendship suggestions are valid. If for example the VEs
represent houses in a domain topic of “Home Automation” or “Environment Monitoring”, then
proximity with each other should be a consideration for the platform, as geographical locality
implies relatively similar needs in the environmental variables that are to be balanced
(temperature, moisture). That, in turn, implies the use of similar IoT Services as responses
(solutions) to common problems. Geo location variables are represented in COSMOS through
the use of the “hasGeoLat” and “hasGeoLon” data-type properties that use a range of float to
accurately store latitude and longitude respectively.
Another such characteristic is the actual physical entity that the VE represents. As with Geolocation it makes scene for a grouping of VEs to be based on what kind of devices they
represent. Whether they are buses, or houses, or even parking meters, should be taken into
account. While this is not a strict segregation, it is expected that similar VEs will formalize
friendship relations easier and more readily than completely diverse or unrelated ones. This
attribute is represented by the use of “isPhysicalEntity” in the COSMOS ontology(general
ontology) which is possible to take values like “BusStop”, “HQ”, “TrafficLight”, “bus”, “car”,
“house” etc.
Finally it is worth noting that in a fashion similar to social media, friends of friends can also be
mined and used for further recommendation. The basic idea is that already established
friendship patterns, can offer an invaluable aid in determining VEs with similar interests to the

Date: 02/05/2014

Grant Agreement number: 609043

Page 50 of 65

D5.1.1 Decentralized and Autonomous Things Management

VE accessing the ontology, requesting a recommendation. By using this method in conjunction
with the previously mentioned properties, we can limit the scope of VEs to be examined by the
platform so that recommendations are more accurate and faster.
The following image shows the object-type properties of the VE bus4 of the general ontology,
including the VE's domain and friends:

As it is evident by the next image of bus5, a friendship between bus4 and bus5, infers a
friendship between bus5 and bus4:

Finally this image demonstrates the way the trust index, as well as Geo-location variables are
stored inside a VE individual of the general ontology, making access to its values trivial through
simple queries:
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5. Results and Conclusions
This document presents the initial plan for our work in COSMOS, which will be revised in years
2 and 3 of the project. The requirements, architecture and component design for the Things
Management have been analyzed. As the project evolves, we anticipate in providing more
insight for the overall WP in the updated versions of the report. Specifically, all the processes
of the infrastructure and the interfaces between the components will be described in depth
while more detailed specifications for each one will be produced.
By providing the opportunity to the developers to create cases, VEs become more
knowledgeable and gain useful Experience that can be shared and make them evolve. To this
direction, the social nature of the VEs is supported by exploiting and developing social
monitoring and analysis mechanisms. With the introduction of a CBR Planner, COSMOS
becomes able to support basic and complex Autonomous Management requirements as it has
been analyzed. The more complex and sophisticated the planner, the smarter the Things.
Many opportunities for Decentralized Management are available by working more on services
such as the discovery mechanisms. For example, the fact that the VEs are able to require cases
from their Friends, instead of querying the Registry immediately, is a good step towards
decentralized knowledge sharing.
Things have to be knowledgeable (section 4.5, 4.6), smart (section 4.1) and social (4.2, 4.3).
During the evolution of the project, these three characteristics have to be developed
simultaneously and reach a level where their cooperation has a true meaning. For example, a
really smart Planner has no real power without high-level Social Analysis mechanisms and vice
versa. This is the reason we have analyzed not only the initial levels of WP5 components, but
their possible evolution as well.

Fig. 6: Conceptual view of the components of WP5.
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7. Annex
UNI ID

UNI. 432

5.0

UNI. 414

UNI. 041

5.1, UNI.
509

Requirement
Priority
Type

Functional

NonFunctional

Functional

Functional

NonFunctional

Date: 02/05/2014

MUST

MUST

Category

Discovery &
Lookup

Data Set

Description

Rationale

"A universal identifier should be
COSMOS should provide a defined as standard ID in order to
virtual identification
map it to the specific ID used in
system.
every type of system (TCP/IP,
RFID...)"
The system must provide
mechanisms in order to
characterize objects
(meta-data).

Provide a way to classify and relate
Objects
(e.g. location, nature of data,
addressing, environment,
availability).

MUST

COSMOS shall enable the
"Augmented entities are the core
dynamic discovery of
concept proposed for IoT and to
Discovery &
virtual entities and their
enable applications that do not have
Lookup, Self- services. This is to be done
to be a-priori configured for a fixed
description based on the specification
set of augmented entities, discovery
of the service and the
at runtime must be possible."
virtual entities.

COULD

Data Set

"A method for clarification whether
the Cold/Hot Chain has been
violated or not is required. To be
able to do this, the continuous
COSMOS could provide
context information (e.g.,
historical information
temperature) of the things needs to
about the physical entity.
be collected. This is for example of
major importance to avoid any
damage to the pharmaceutics during
the transport and storage process."

Data Set

The COSMOS system must
provide mechanisms in
order to characterize
services, applications and
experiences (e.g. for lookup purpose).

MUST
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Provide a way to classify and
correlate services and/or
experiences (purpose
characteristics, actions, result).
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UNI. 425

Functional

UNI. 415,
Functional
UNI. 401

UNI. 416

5.2

5.3

UNI. 409

Functional

Functional

Functional

Functional

Date: 02/05/2014

MUST

COULD

MUST

COULD

MUST

MUST

Service
Management

COSMOS must provide a
"The system must consider the
service identifier and the
description of a service/resource for
identifier must use a
the semantic indexing on which the
service/resource
search will be performed."
description for retrieval.

Discovery &
Lookup,
Geolocation

COSMOS could enable the
dynamic discovery of
"Geographic location is one of the
virtual entities and their most important aspects for finding
related services based on
relevant virtual entities. Spatial
a geographical location or relations are of prime importance in
other geographical
the physical world."
parameters.

Discovery &
Lookup

"It is important to find the services
COSMOS must enable the
related to a virtual entity that may
lookup of service
provide information about the
descriptions of specified
virtual entity, allow to actuate the
services for a virtual entity
virtual entity, enable interaction
with the VE identifier as
with the virtual entity or use them
key for the lookup.
for the formation of new services."

Data Set

An XP taxonomy (or
taxonomies based on
other properties,
characteristics or
descriptions of the
objects) could be
developed and allow
semantic look-up.

e.g. It is easier then for the VEs to
find XP of other VEs rather than
asking their “friends”.

VEs
Management

An VE could provide its attributes to
the system which will match them
COSMOS must provide
with VEs metadata in order to create
mechanisms for
a GVE. e.g. although we might have
automated grouping of
the VE of a room, we can form the
simple objects into a
VE of a smart building by
complex object.
"merging"/connecting the VEs of its
rooms.

VEs
management

COSMOS must allow
storage of VE changes,
After the formation of a GVE, the
including structural
changes in its structure or
changes (e.g. changes in
components (e.g. new VEs) must be
the aggregation of
monitored.
multiple VEs constituting
one Grou of VEs - GVE).
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5.4

Functional

Human Users (individuals
and
groups/companies/public
Users
services) should have their
COULD
Representation own representation in
COSMOS (e.g. through the
use of VEs of Human
Users).

UNI. 046

Functional

COULD

NonFunctional

COSMOS must provide
"Provide an accessing mechanism to
mechanisms for
MUST Data Distribution
distributed data and latency (i.e. P2P
distributed data-storage
networks)"
(Cloud Storage).

Functional

MUST

Using an application that already
The system must be able exists or requesting from the system
IoT Application
to accept certain
the creation of a new service (from
Requests
parameters that describe the services that can be offered by
a new application request. VEs of all kinds) based on these
parameters.

Functional

MUST

COSMOS must be able to
COSMOS should have interfaces to
accept and manage
IoT Application
enable the user make queries for
semantic queries from the
Requests
the discovery, lookup and resolution
user and return
functions.
Resources/Services.

Functional

The orchestration engines
could support setting
"Users can have the possibility to
IoT Application
COULD
preferences for selecting prefer one service over another for
Requests
services involved in
any reason."
composition.

Functional

Part of the input from an
IoT Application Request
Using specific VEs depending on the
could be a certain group
Human User's needs. Accelerating
IoT Application
of VEs that
COULD
the search. Users can have the
Requests
must/should/could be
possibility to prefer one VE over
used (maybe forming a
another for any reason.
corresponding GVE for the
application).

5.5

5.6

UNI. 426

UNI. 253

5.7

Date: 02/05/2014

Users
The system shall support
Representation
storage of user data.
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Through these we can know who is
the admin of another VE and who
has access to it. It can be decided
which admin has priority on certain
VEs (e.g. if an individual and a
municipal/city service both need a
public VE, priority will be given to
the city service).
e.g. The preferences of a bus
passenger (e.g. buses, lines) could
be stored for future use.
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5.8

5.9, UNI.
251

Functional

Functional

COSMOS could get as
input the classification of
the App-Requests
IoT Application
This would help to search for certain
COULD
depending on the use
Requests
VEs (of all kinds) for the application.
cases (e.g. "waste
management", "traffic
control").

MUST

Offering requested information
COSMOS must provide a
message to the user, or, in case of
IoT Application feedback to the user who
an application using actuators, a
Requests
sent an application
success or failure/exception
request.
message.

Service
Management

Service should remain
available after ending its
assignment to an
application.

Service's life cycle has to include a
period of persistency once the
service is designed, in order to be
invoked again from other app if
needed.

5.10

Functional SHOULD

5.11

The COSMOS system
should offer mechanisms
to build and maintain Management system has to be able
objects’ reputations to put in quarantine or out of service
(according to various
an object which has reached a
Functional SHOULD VEs Evaluation
criteria). In addition the predefined low level of reputation,
system must be able to
to avoid spamming a service or
quarantine an object, the
application.
reputation of which, does
not meet given criterion

5.12

Functional

MUST

It must be possible for an
Expediting the Evolvement
object to assess the
Assessment / Raw Data Analysis,
VEs Evaluation quality of any contribution
assisting the autonomicity of the
received from other
system.
objects.

UNI. 422

Design
SHOULD
Constraint

Discovery &
Lookup

"The Internet of Things will consist
of multiple administrative domains
COSMOS should enable with different owners that generally
the discovery and lookup manage their devices, resources,
of associations across
services virtual entities etc.
multiple administrative independently. To develop its full
domains.
potential interactions, including
lookup and discovery, across domain
boundaries must be possible."

UNI. 406

Functional SHOULD

Discovery &
lookup,

The discovery service of
the system shall support
the following location
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Geolocation

UNI. 237

UNI. 408

5.13

5.14

queries: position queries,
nearest neighbour
queries, navigational
queries, and range queries

neighbour queries, navigational
queries and range query."

Functional

COSMOS shall offer data
Different devices provide
QoS, Data
types for describing
information with varying quality. An
COULD Handling and
the quality of information application may have certain quality
communication
related to virtual entities.
requirements.

Functional

The system's services shall "Data that companies are willing to
Self-description,
indicate what information provide to the Discovery Services
MUST
Discovery &
can be found by a
are mainly URL addresses of
Lookup
discovery/look-up service. databases / EPCIS repositories"

Functional

Each thing into the network should
be able to use mechanisms to
publish or provide its current state,
also its future state based on known
facts (battery time) or prediction
based on experience (each 7 days
object become unavailable because
of… reset, low battery, maintenance
window...)

Functional

COULD

MUST

Network of
Things
Evolvement

Objects in COSMOS could
be able to publish some
operational state (e.g.
power status, availability,
work load,..) and related
predictions.

Network
Monitoring

There should be a
mechanism that filters
data flows and detects
Each smart object or set of smart
situations (loss of
objects into the network must be
connection, low data
able to use mechanisms to perform
quality, data
a light analysis of data and let the
incongruences…) and
management mechanism take
compose data (averages)
decisions.
for improving network
performance and provide
a more useful info.

Functional

MUST

Network
Monitoring

System must be able to
classify events based on
nature of data, source and Events Identification like first stage
evolvement patterns in of Monitoring function. e.g. Indicate
order to detect/predict that the object is going to become
(undesired) states (e.g.
unavailable or it is no reliable.
availability, reliability,
serviceability).

UNI. 418Functional
421

MUST

Network of
Things
Evolvement,

COSMOS must be able to "Due to the mobility of things, as
track dynamic associations well as devices whose resources are
between virtual entities
accessible through services,

5.15
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Discovery & and services, taking under
changing services may provide
Lookup,
consideration parameters information, allow actuation, or
Autonomicity
such as location. This
enable interaction with things. In
needs to be done in order
order to provide the currently
to determine whether
relevant services for a thing,
these associations are still
dynamic associations must be
valid.
tracked to determine whether they
are still valid."

UNI. 214

5.16

5.17

UNI. 701

NonFunctional

Functional

Functional

Functional

Date: 02/05/2014

COULD

MUST

MUST

MUST

Enterprise
Integration,
Usage

The system's process"A graphical process notation offers
modelling notation and
a symbolism to easily model and
monitoring could include a
document business processes."
graphical representation.

Network of
Things
Evolvement

Evolvement Assessment:
produces the optimal
(having functionality in
mind)
Filtering the results of
subnetwork/subgroup of
Monitoring/Evaluation in order to
VEs to be used by the
expedite Decision Making / Raw
Decision Making
Data Analysis.
mechanism that chooses
the VEs that should form
the GVE for running a new
application/service.

Network of
Things
Evolvement

Management system can change the
Object assigned to a service whereas
The COSMOS system must
the service can continue offering its
be able to propose
function.
mechanisms dealing with
Whenever an object becomes
the potential sudden
unavailable, management system
unavailability of object at
has to be able to find another one
run time (for ensuring
able to fulfil the service requests, if
continuity of service e.g)
possible, using discovery algorithms
[Runtime Adaptability]
based not only in Metadata but in
Reputation also.

Network of
Things
Evolvement

"New applications can change traffic
characteristics in a few months. In
the past decade several applications
dramatically changed the way how
COSMOS must
the Internet is used. Nobody has
accommodate fast
actually foreseen the success of P2P
developmental changes in networks, and especially YouTube
applications and network. and Facebook. Thus, the question is
whether it is possible to design a
Future Internet without having any
ideas what the “next big things”
could be. If thus the traffic changes
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are unpredictable, then we need to
establish a fast and stable
infrastructure without any
assumptions on the traffic."

5.18

5.19

5.20

5.21

Functional

Functional

Functional

Functional

MUST

MUST

MUST

MUST

Network of
Things
Evolvement

COSMOS must be able to
assess the quality of the
Network of objects
according to various
criteria (like
fragmentation, reliability,
efficiency…) and to make
predictions about future
state.

Network
Monitoring

It must be possible to
monitor, in real-time, links Monitoring of the Networks of VEs
between the different
based on certain parameters.
objects (e.g. social links, Monitoring the links of the Network
dependencies, etc…)
of VEs and its raw-data
under a specific context
simultaneously.
(e.g. object collaboration).

Obtaining
Distribution/Decentralisation.

A simple event about a temperature
measurement with a really high
Evaluate simple events value can indicate that the sensor is
Events
and events coming from
going to fail due to overheat.
Identification different sources to detect Or a complex event, like fire, could
more complicated facts. be detected by temperature sensors
and smoke detectors in several
smart-rooms.

Events
Identification

Event detection must
apply both to individual
objects and groups of
objects.

During Decision Making, external
events must be taken under
consideration.

5.22

Functional

MUST

Impact
Assessment

Filtering the results of Events
The system should be able
Identification, so that only the
to determine the potential
important events will reach Decision
impact of an event.
Making.

UNI. 235

Functional

MUST

Impact
Assessment

Processing of events shall "In IoT the quality of information
take quality of information stemming from events is often
(QoI) into account.
questionable."

5.23

Functional

COULD

Impact
Assessment
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between “normal” (and
expected) events and
“abnormal” events”

5.24

5.25

UNI. 714

5.26

UNI. 027

5.27

Functional

COULD

Impact
Assessment

under consideration.

The COSMOS system must A feature that could accelerate the
be able to determine
events identification and impact
probable causes of an assessment mechanisms, as well as
event and could be able to provide more information on certain
determine casuality
events, that could be used during
between events.
Decision Making.

An object involved in a
collaboration with other
objects (either as master,
slave or peer) must be
VEs Evaluation
able to access the quality
of collaboration as it
perceives it. (applies to
sharing of XP too)

This is quite crucial for the
automated grouping of simple
objects into a complex object.

Functional

MUST

Functional

The system management
(Decision Making) shall Although during Decision Making a
Decision Making take under consideration temporary "optimal" GVE is formed,
MUST
/ Coordination
the device constraints
its structure might need to change
such as energy and
because of such characteristics.
memory.

Functional

The COSMOS system must
be able to resolve conflicts Many applications will ask for the
Decision Making
MUST
in attempts to access or same VEs (of all kinds) at the same
/ Coordination
initiate collaboration
time.
between objects.

Functional

"In case of time-sensitive services
the system needs to assure that
COSMOS must support
important services are prioritized."
Decision Making prioritization of services,
MUST
e.g. if an individual and a
/ Coordination
depending on many
municipal/city service both need
characteristics.
same resources, priority will be
given to the city service

Functional

Date: 02/05/2014
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Decision Making
/ Coordination

An orchestration
functionality within
Decision Making is
needed.
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UNI. 089

UNI. 245

UNI. 707

UNI. 031

NonDecision Making
SHOULD
Functional
/ Coordination

Functional

COSMOS shall support
reliable time
synchronization.

COSMOS shall support
creation of new
Decision Making
MUST
applications through the
/ Coordination
creation of new GVEs or
other mechanisms.

"Composite services allow added
value services based on simple
services."

"The communication model must
provide the basic management
operations such as get, set, create,
add, delete, act, and notify."
Reference: S. Kim, M. Choi, H. Ju, M.
Support for management
Ejiri, J. Hong, "Towards management
operations
requirements of Future Internet", In:
"Challenges for next generation
network operations and service
management.", Springer, 2008, pp
156–166

Functional

MUST

Functional

"Today, due to sub-optimal
processes, a lot of time and money
is wasted. This situation could be
improved a lot by tracking all the
COSMOS must enable
Service
items/things, providing context data
centralised or
MUST composition &
on them at any time and location,
decentralised automated
programmability
allowing for automated evaluation
activities (control loops).
of the collected data and reacting
immediately on a dangerous
situation to protect against the
breakdown of items."

5.28, UNI.
015, UNI. Functional
100

Date: 02/05/2014

Operation

"Services which depend on a precise
time need a guarantee that the
devices they are communicating to
have the right time."

COSMOS must be able to
send orders (Action
Triggering) and feedback
(e.g. XP) to VEs. The
COSMOS system must be
Decision Making
MUST
able to perform actuation
/ Coordination
(potentially based on
sensor information, but
not only). e.g. COSMOS
should include means to
wake-up sleepy devices.

Grant Agreement number: 609043

Based on evaluation, make a
decision and trigger an action.
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UNI. 508

NonFunctional

5.29, UNI.
Non010
Functional

5.30

NonFunctional

UNI. 704,
706, 708, Functional
715, 719

5.31

NonFunctional

Date: 02/05/2014

MUST

MUST

MUST

MUST

Decision Making
/ Coordination

COSMOS must support
intermittent and
command-based
communication with
devices.

"Avoid traffic overhead."

Autonomy

The COSMOS objects must
act autonomously
according to their own
objectives and plan.

Obtaining Decentralisation.

Scalability

The COSMOS system must
be able to scale so that it Big Data and network complexity are
can deal with large
some of the main characteristics of
amounts of data and
all IoT applications.
objects.

"There is no future for a centralised
management (in most cases). It is
COSMOS must exhibit selfAutonomicity
necessary to move the research
management behaviour.
effort towards self-management
approaches."

"There is no future for a centralised
The COSMOS system must
management (in most cases). It is
Distribution/ achieve its management
MUST
necessary to move the research
Decentralization tasks in a decentralized
effort towards self-management
manner.
approaches."

Grant Agreement number: 609043

Page 65 of 65

